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Abstract 

A method of controlling the position of a PC’s 
cursor is presented which uses face and feature 
tracking. The required information is derived from 
video data captured from a camera mounted below 
the computer’s monitor. An initial estimate of the 
user’s face is derived by applying a colour filter to 
the video data. Many face coloured regions are 
usually detected; the true region is determined by 
applying statistical rules that reliably identify the 
largest skin-coloured region which is assumed to 
be the user’s face. The nostrils are then found 
using heuristic rules. The instantaneous location of 
the nostrils is compared with their at-rest location, 
their displacement determines the magnitude and 
direction of the cursor’s movement. The system is 
able to process 18 frames per second at a 
resolution of 320 by 240 pixels, or 30 fps at 160 by 
120 pixels using moderately powerful hardware. 
This system will in future be built into a non-
contact interface for disabled users. 
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1. Introduction 

This paper reports on research we have carried out 
to investigate methods by which the on-screen 
position of a cursor may be controlled by the user 
changing the position of their head. Such a device 
could be a useful human-computer interface for 
able-bodied computer users as it might increase the 
speed of their interactions with a PC, it would 
however be more useful to disabled users. For 
many of these people, computers form an essential 
tool for communication, environmental control, 
education and entertainment. However access to 
the computer may be made more difficult by a 
person’s disability. A number of users employ 
head-operated mice or joysticks in order to interact 
with a computer and to type with the aid of an on 
screen keyboard. However, these devices can be 
expensive or require the user to wear additional 
instrumentation [1 - 5]. We are interested in 
developing tools that are completely non-contact 

and require no “dressing-up”  to use. This implies 
that video data will be processed to estimate head 
pose, and this information will drive the cursor 
position. 

To determine the orientation of the head in an 
image, we must locate the head and features on it. 
Two approaches have been suggested to solving 
this problem: firstly, we might locate the head and 
then the features on it; secondly we might ignore 
the head and search for the features directly. 

Both approaches have potential problems. If we are 
to search for the head, we must have a predefined 
model of the head’s likely appearance, which is to 
be matched against the image data. It is not a 
trivial problem to generate a common head model, 
neither is it easy to successfully match the model 
and the data. However, once the model has been 
matched, tracking can be accurate and efficient [6]. 
Alternatively, if we were to search for facial 
features within the image, we would also need a 
model of the feature, but a much simpler model 
could be used, eigentemplates have been suggested. 
Templates can, however, be overly sensitive to 
slight variations in the image [7].  

Once the head has been located, its pose may be 
determined from the instantaneous location of 
three non-collinear points (e.g. two eyes and the 
mouth) [8]. 

To summarise, it is the aim of the research work 
reported here to develop cheap non-contact 
computer interfaces that will be used primarily by 
the disabled. The following sections of the paper 
describe the stages of operation of our system. 
Sections 2 and 3 are concerned with detecting face-
like objects using colour segmentation and 
background subtraction. (Colour segmentation may 
be viewed as an extremely simple form of model 
based object extraction in which a portion of the 
head is modelled by its colour.) Section 4 explains 
dominant object selection using statistical analysis. 
Section 5 illustrates how face displacement is 
robustly calculated using the nostrils’  locations. 
Section 7 gives some implementation specific 
details and is followed by Section 8 that presents 
some real-time object tracking sequences. Section 9 
concludes the paper by analysing our system’s 
performance and outlining its future development. 



2. Colour Segmentation 

The first stage of processing in our system is to 
suggest those pixels that could belong to the 
subject’s face. This is achieved by selecting pixels 
according to their colour. 

Colour data is represented using the intensities of 
three independent channels, usually red, green and 
blue. Many authors denigrate the use of this 
representation for image processing as colour and 
intensity information is inherently bound together. 
Thus, an object’s RGB values will be strongly 
dependent on how well lit it is. Instead, it is more 
usual to see colour data transformed into a 
representation that separates luminance or 
brightness from colour data, the luminance data is 
ignored and the colour data is processed.  

It has been suggested that skin colours from 
various races cluster in a compact region in a 
colour space [9 - 12]. We have investigated this 
problem by comparing the sizes of the distributions 
of skin coloured pixels in several colour spaces 
using the face image data that is freely available 
from the University of Stirling 
(http://pics/psych/stir.ac.uk). 

Face pixels were manually selected from images in 
this database and converted to several 
representations, where R, G and B represent the 
pixels’  colour components: 
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The intensity information was removed from each 
representation (normalised red/green has none, the 
Y and I components in the other two) and the 
resulting two values plotted on a histogram. The 
histograms were normalised such that the 
maximum expected value along each axis was 255; 

thus the number of colours having a non-zero pixel 
count is representative of the clustering of skin 
pixels in this representation. 

The log-opponent and normalised red/green 
representations gave the most tightly clustered 
distributions. Since normalising red and green was 
computationally cheaper, this representation was 
selected. The histogram of this data is shown in 
figure 1. 

 

 
Figure 1.  Distribution of skin colours of various 
races after intensity information is removed. The 
plot illustrates the tight clustering of skin coloured 
pixels. 

 

A model of skin (or any other object’s) colour is 
derived from the normalised colour distribution. 
The distribution is clipped to isolate those pixels 
whose colours are within the range of skin colours. 
The means and deviations of the normalised red 
and green components are derived. The model can 
be initialised at run-time by sampling the colour 
distribution of the user’s skin. Alternatively, 
default skin colour values may be used which the 
system will fine-tune during execution, figure 2.  

 

 
Figure 2.  Threshold selected to include the 
majority of skin colour types. 

 

Colour segmentation is illustrated by figures 3 and 
4: the former shows a typical input frame to our 
system and the distribution of normalised red and 
green values derived from it. Superimposed on the 
distribution are the means and deviations that 
specify the skin colours. Selecting the skin 
coloured pixels results in the clipped distribution 
and the binary image of figure 4, where white 
pixels indicate the pixels whose colours lie within 
the range specified by the skin colour model. The 
binary image is successful in indicating the 



highlighted and shaded portions of the face (i.e. it 
demonstrates than this normalisation renders the 
colour data intensity independent), but has also 
included some background regions. Some facial 
features (eyes, eyebrows and the shadow beside the 
nose) have been excluded, unsurprisingly as they 
are not skin coloured. 

 

 

 
Figure 3.  A typical input image and the 
distribution of normalised red-green values derived 
from it. The limits of the skin colours are also 
shown. 

 

 

 

 
Figure 4.  Clipped distribution illustrating the 
range of colours accepted as skin and the binary 
image created by thresholding the input image of 
figure 3 using the values of our colour model. 

 

3. Background Subtraction 

The undesired skin coloured pixels erroneously 
introduced by thresholding, could be removed by 
subtracting the background [13, 14]. 

A static background image (i.e. one that does not 
contain the system’s user) can be recorded during 
the initialisation phase. The background data is 
transformed into the normalised red-green data 
space. This image may be referenced in further 
iterations of the algorithm and used to remove the 
erroneous pixels from the current frame, resulting 
in the processed image containing only the skin 
coloured pixels that belong to the face. 

Background subtraction is computationally 
expensive. Applying it is an optional processing 
step that is selected during the calibration phase. 
The methods described in the following section can 
detect the face irrespective of whether background 
subtraction has been applied. Whilst this method of 
background removal can improve the quality of the 
intermediate results, its computational cost does 
not justify its use. 

4. Blob Selection 

The application of skin filtering (and possibly 
background subtraction) results in clusters of skin 
coloured pixels, or blobs. One blob will correspond 
to the face we are seeking, others will correspond 
to erroneous background. Blob selection is that part 
of the algorithm that selects just that blob that 
corresponds to the face. It relies on the fact that the 
face will be the largest single skin coloured blob in 
the image. 

Robust statistical estimation is used to find the 
centre point and size of the most dominant blob 
[15]. Detection begins by constructing two one 
dimensional distributions by summing the pixels in 
the rows and columns of the binary image. The 
means and standard deviations are then calculated 
for each histogram: 
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Where hr(i), i = 0, 1, …, and hc(i), i = 0, 1, …, 
denote the elements of the row and column 
distributions respectively.  

In the ideal situation only one skin coloured blob 
would be present and the means and standard 
deviations of the distributions would represent the 
blob’s centroid co-ordinates and values related to 
its dimensions. It is more usual for multiple blobs 
to be present. In these cases we will disregard the 
data lying more than one deviation from the mean 
and recalculate the mean. The recalculation is 
repeated until there is no significant change to the 
mean’s value. At this stage, the mean will lie 
within the most dominant (largest) blob. The four 
parts of this process are illustrated in figure 5, 
which shows an example distribution derived by 
projecting either the rows or the columns of the 
image into a one-dimensional array. Firstly, the 
mean and standard deviation of the distribution are 
calculated using all samples. Secondly, the mean is 
recalculated using samples within one standard 
deviation of the original mean. The deviation is 
then updated. These two steps (recomputing the 
mean and then deviation) are iterated until there is 
no further change in the mean. 

 

 

 
 

 
 

Figure 5.   Dominant blob selection. 

 

Once the centre of the largest blob is found, the 
standard deviations are recalculated using just the 
data connected to this point, i.e. just the blob itself. 

This results in a robust estimate of the size of the 
blob. Figures 10 and 11 illustrate dominant object 
tracking in real-time. 

5. Feature Location 

We have elected to use the nostrils’  positions 
relative to the boundary of the face to control the 
positioning of the cursor. This in effect results in 
the cursor moving to where the user’s nose is 
pointing. Other facial features could have been 
used [11, 16], but we have found that the nostrils 
may be detected with a simple and reliable 
algorithm, which gives us a responsive system. 
Further, for some races, dark eye regions are easily 
confused with neighbouring dark regions such as 
eyebrows, especially under some poses, in contrast, 
the nostrils yield clearly defined and isolated 
features. 

The nostrils will lie inside the face blob. We 
further reduce the search space to the centre 
portion of this blob, i.e. a region whose linear 
dimensions are one third of the face’s bounding 
box. We have found that this area will include the 
nostrils when the face is moved as the user fixates 
on all areas of most monitors. The raw image data 
in the search region is thresholded with a gradually 
reducing threshold until two regions that match 
our nostril heuristics are found. That is, two 
regions that are of an appropriate size and 
separation.   

 

  

 
Figure 6.  Tracking the nostrils in real-time. The 
larger square is the minimum bounding rectangle 



of the detected face, the inner rectangle represents 
the nostril search area which is based on the 
previous nostril location. Dark blobs marked by 
crosses are accepted as nostrils. 

For subsequent frames of the video sequence, the 
centre of the search area is initialised to coincide 
with the midpoint between the two nostrils’  
centroids in the previous frame. This considerably 
reduces computation time. If suitable nostrils are 
not found in any frame, then the search is 
restarted. 

6. Jitter Removal 

Jitter may be defined as randomised movement of 
the cursor due to small amplitude, random head 
movement (tremor) and errors in the estimation of 
nostril location. Ideally, the cursor would move 
smoothly following decisive head movements. 
However, many of the intended users of this system 
have poor control of their movements. It is 
therefore necessary to filter the estimated nostril 
positions to reduce the effects of tremor and error 
in the image processing. 

Estimates of face centres and sizes are computed 
for every frame of the sequence. However, the 
recorded face centre or size is only updated if it 
differs from the newly computed value by more 
than some threshold. This reduces the fluctuation 
in the results and provides users with a high degree 
of control of the cursor position under normal 
(non-sudden) movements. 

7. Implementation 

The algorithm has been implemented and tested on 
various Pentium platforms running Windows. The 
application processes data at a frame rate of 30 
frames per second at a resolution of 160 by 120 
pixels, and 18 fps at the higher resolution of 320 
by 240 pixels. An entry level PC (at time of 
writing: 500 MHz) has been used. Acceptable 
frame rates have also been achieved using 
platforms running as slowly as 200 MHz. It must 
also be mentioned that these frame rates were 
achieved with the system providing graphical 
feedback. Without this, the frame rates should be 
slightly higher. 

Testing has been carried out using various web 
cameras and has illustrated the need for specific 
initialisation of the colour model due to vast 
difference in camera quality, even amongst 
similarly priced cameras. 

The system has been tested by naïve users, sitting 
approximately 50 cm from a 19”  monitor. The 
camera was placed below the monitor. Under these 
conditions, the users have shown high control and 
intuitive pose adjustment and been able to place a 

cursor at the desired position, typically within a 
1cm target. 

Sample results of the nostrils being located when 
the face is at widely varying poses are illustrated in 
figure 7. 

 

 

 

 
Figure 7.  Tracking in real-time under extreme 
poses. 

 

8. Real-Time Tracking 

This section illustrates the results derived when the 
system has been used to track objects other than 
faces, in figures 8 and 9 a screwdriver is tracked. 
This illustrates how any uniformly coloured object 
may be followed, once the tracker is initialised 
using its colour. 

 



 

 
Figure 8.  Colour filter model initialised with 
average and range values at runtime allows 
tracking of an object of any colour. 

 

 

 
Figure 9.  Real-time centre position and object 
boundary calculated. 

 

Figures 10 and 11 illustrate how the application 
can fail in tracking an object. In this case two 
similarly coloured objects are present in the field of 
view. Tracking switches from one to the other as 
their relative sizes dictate – the largest object is 
always tracked. This is not normally a problem 
when tracking faces, the face being tracked is 

usually closest to the camera and will therefore 
always be the dominant object, faces in the 
background do not confuse the system as they will 
be smaller. 

 

 

 
Figure 10.  Tracking the dominant object. 

 

 

 
Figure 11.  A change in dominant object. When 
the similarly coloured card’s apparent size is 
greater than the currently tracked object’s size, the 
target will be changed. 

 

The system can however become confused when 
similarly coloured artefacts exist in the 



background, resulting in strangely shaped facial 
regions. Bare or varnished wooden furniture has 
been found to cause the most serious confusion. 
However, this situation need not occur if the 
camera placement is carefully considered, and can 
be resolved by background subtraction. 

9. Conclusion 

A method for cursor control using only a single 
web camera has been presented. It uses 
computationally simple methods for first extracting 
the most dominant face from an image and then 
finding the location of a unique feature on the face. 
The feature’s offset from its rest position is used to 
move a cursor. 

The system runs in real-time and provides 
adequate usability with current processor speeds on 
a Windows platform. The method avoids some 
limitations found in similar research and illustrates 
the feasibility of using an inexpensive web camera 
for future robust vision systems. 

Future developments of this system will include 
adding a method of simulating button presses: we 
intend to use some form of facial gesture 
interpretation, and interfacing the system to the 
Windows operating system. 
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