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Abstract—By renting pay-as-you-go cloud resources (e.g., vir-
tual machines) to do science, the data transfers required during
the execution of data-intensive scientific workflows may be
remarkably costly not only regarding the workflow execution
time (makespan) but also regarding money. As such transfers are
prone to delays, they may jeopardise the makespan, stretch the
period of resource rentals and, as a result, compromise budgets.
In this paper, we explore the possibility of trading some com-
munication for computation during the scheduling production,
aiming to schedule a workflow by duplicating some computation
of its tasks on which other dependent-tasks critically depend upon
to lessen communication between them. This paper explores this
premise by enhancing the Heterogeneous Earliest Finish Time
(HEFT) algorithm and the Lookahead variant of HEFT. The
proposed approach is evaluated using simulation and synthetic
data from four real-world scientific workflow applications. Our
proposal, which is based on task duplication, can effectively
reduce the size of data transfers, which, in turn, contributes
to shortening the rental duration of the resources, in addition to
minimising network traffic within the cloud.

Index Terms—workflow scheduling, task duplication

I. INTRODUCTION

Typically modelled as directed acyclic graphs (DAGs),
scientific workflows are a useful tool for orchestrating data-
intensive applications in a wide variety of fields in sci-
ence and engineering, such as astronomy, bioinformatics, and
earthquake science [1]. These workflows usually comprise
compute-intensive tasks, which use data files to communicate;
the output of a task is used as an input from a successor
task. As workflows consist of several tasks, they are com-
monly executed on large-scale parallel/distributed computing
systems, including clouds, so that independent tasks can be
processed in parallel and the workflow makespan (overall
execution time) can be reduced. During workflow execution,
if the files required for the execution of a task are not already
available on the resource where the task will run, this resource
stays idle waiting for the end of the transmission of these files.
Such transfers are predisposed to delays, which may cause
workflow executions on clouds to become costly not only in
terms of makespan but most importantly in terms of money [2].

Data transfers play an essential role in the performance
of workflows on clouds [3]. Most existing research work
focusing on workflow scheduling on clouds does not exploit
task duplication to reduce the overhead imposed by the inter-
task communication overhead (data transfers) on the makespan
and monetary costs. In fact, many efforts are centred around
creating mechanisms that notify the scheduler (which im-
plements a scheduling algorithm) about the current state of

the network so that pairs of inter-dependent, communication-
demanding tasks will not be placed on resources that use slow
communication channels. Some mechanisms that observe the
underlying network are reactive [4] (e.g., using historical data
of the system) and others are proactive [5] (e.g., probing the
network with dummy packets to check its performance). Other
schemes attempt to manipulate the scheduler and avoid large
data transfers by furnishing skewed bandwidth information [6].

Since data transfers between tasks running on the same
resource are considered to be negligible, task duplication is one
approach to mitigate the inter-task communication overhead.
This approach means scheduling a workflow by redundantly
designating some of its tasks on which other dependent tasks
critically depend on. Task duplication contributes to the reduc-
tion of the start times of tasks waiting for data transmissions,
which may eventually improve the workflow makespan. In
turn, this suggests that to minimise the makespan, one can
envision that there might be scope to trade communication
with computation. We argue that some extra effort in the
computation of duplicated tasks may be justified if it can
result in less network traffic between task executions, which
potentially may shorten the rental duration of the resources
and, as a result, may bring cost savings within the cloud.

This paper explores this premise by enhancing the widely
used Heterogeneous Earliest Finish Time (HEFT) algo-
rithm [7] and the Lookahead variant of HEFT [8] to use task
duplication to obtain different trade-offs between workflow
makespans, workflow monetary execution costs, and size of
inter-task data transfers (communication costs). The contri-
bution of this paper is the proposal and investigation of
specific algorithmic improvements for HEFT and its Looka-
head version, which allow them to make scheduling decisions
that employ the notion of task duplication to reduce the
communication overhead of inter-dependent, communication-
demanding tasks. By making this adjustment, we aim to
produce schedules that: (i) mitigate the resource idleness while
waiting for the transmissions to end; (ii) reduce the workflow
execution time (makespan); and, incidentally, (iii) reduce the
overall monetary costs involved with cloud resource rentals.

The benefits of our proposal are evaluated using synthetic
data from four real-world scientific workflow applications [2],
such as Montage (generation of image mosaics of the sky),
Epigenome (mapping of the epigenetic state of human cells),
CyberShake (generating seismic hazard maps for earthquake
detection) and LIGO (detection of gravitational waves in the
universe). As we demonstrate in our simulation experiments



for the Montage application, for instance, our suggested im-
provements, which are based on task duplication, may decrease
the makespan by up to 18%, the monetary execution cost by
around 15%, and the size of data transmissions by 35%.

This paper is organised as follows. Section II describes
the problem, presents related work and shows a motivating
example, which highlights the potential benefits of our pro-
posal. Section III proposes enhancements for HEFT and its
Lookahead variant using task duplication. Experimental results
are presented in Section IV, while conclusions are presented
in Section V.

II. BACKGROUND AND MOTIVATION

This paper considers scientific workflow applications mod-
elled as a directed acyclic graph (DAG) [1], where the nodes
of the graph represent computational tasks and the edges
the flow of data dependencies between tasks. A task can
only start after all its predecessors have finished and all
necessary data has been received. The target environment is
a set of heterogeneous computing resources fully connected
by heterogeneous network links. These resources are assumed
to be virtual machines (VMs) leased from a public cloud
provider1, on a pay-per-use basis. If the files required for
the execution of a task are not already available on the VM
where the task will run, the data files need to be transferred.
Computational demands for each task and the amount of data
communication between two dependent tasks are given. The
available bandwidth for each resource pair is also given, as
well as the computation capacity of each resource. Every task
can be executed on any resource, and hence the scheduling
problem addressed here consists in selecting VMs for each
task aiming at minimising the makespan, without violating
the precedence constraints between the tasks as imposed by
the DAG.

Workflow scheduling on clouds is a widely studied problem
over the years; for surveys and representative work addressing
this problem we refer to [9], [10]. Researchers have developed
scheduling algorithms for several different systems: from
homogeneous systems with a limited set of resources [7],
to large-scale community grids [11], [12], and to the most
recent paradigm, utility-based, and resource-abundant cloud
computing [13], [14]. Among the tailored algorithms for
producing workflow schedules in cloud systems, HEFT [7]
has been one of the most cited, adapted, and enhanced (for
algorithms based on HEFT, we refer to [8], [15], [16]), owing
this both to its simplicity and excellent performance in deriving
quickly good schedules with a short makespan.

The HEFT algorithm [7] works as follows. It assigns a
weight to each node and edge of the graph, based on the
average computation and communication costs. The weight
for each node is calculated as the average computation cost to
execute this task (node) on every resource, while the weight
for each edge is calculated as the average communication cost
over all possible pairs of resources. Then, the DAG is traversed
upwards starting from the exit node and a rank value, ranku,
is assigned to each node, with the ranku of a node t being the
weight of t plus the maximum value resulting from the weight

1Such as Amazon EC2 https://aws.amazon.com/ec2
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9 41 68 73 60.67 6

Fig. 1. A sample DAG with 9 nodes and 14 edges.

of each child of t added to the weight of the edge connecting
this child with t. HEFT schedules the tasks in descending
order of their ranku on the resource that gives the earliest
estimated finish time (EFT). It also employs the insertion-
based scheduling policy, which means that a task may be
scheduled in an idle slot between two already-scheduled tasks
on a resource as long as precedence constraints are preserved.

Since the communication costs of two dependent tasks
that run on the same machine is considered to be zero, the
idea behind task duplication is to use the idle time left on
resources to duplicate predecessor tasks, which have already
been scheduled in some other resource, such that the inter-
task communication overhead could be mitigated and the
makespan shortened. Algorithms using task duplication to
ameliorate task scheduling performance on homogeneous and
heterogeneous multiprocessor systems have been proposed in
the literature [17]–[19], but none of them investigated the
advantages and consequences of this approach on clouds.

To illustrate the possible benefits of task duplication in
clouds using HEFT, consider the DAG shown in Figure 1.
The computation cost (time) of executing each task on three
different (heterogeneous) resources is given in the table next to
the graph. It is assumed that three resources are connected with
communication links of the same capacity. Thus, the commu-
nication requirements between tasks are only defined by the
size of data transfers between tasks (given next to each edge of
the graph). Figure 2a illustrates two schedules produced by the
standard version of HEFT and an improved version of HEFT
using task duplication. A critical predecessor (or parent) (CP)
of a task t is defined as the immediate predecessor task that
provides the highest ranku value (because by definition [7],
the ranku of a task t is the length of the critical path from
t to the exit task). Hence, the CP of the task is attempted to
be duplicated on the selected resource only if this duplication
improves the task’s finish time.

The CP and ranku of each task of the graph are also shown
in Figure 1. Following ranking, the priority list of tasks used in
our motivating example is {1, 4, 2, 3, 5, 6, 7, 8, 9}. The second
schedule of Figure 2a has a makespan, which is approximately
30% less than the makespan produced by the original HEFT
(187 as opposed to 260 units of time). The second schedule
also provides a reduction of approximately 8% in size of data
transfers (192 as opposed to 208 units of data) and 26% in
resource usage (413 instead of 559 units of time) compared to
the schedule produced by HEFT. The improvement is achieved
when task 1 is duplicated on R2 and R3, anticipating the
start of the execution of its children (tasks 2 and task 3).
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Fig. 2. Examples illustrating the benefits of task duplication using (a) HEFT and (b) Lookahead variant of HEFT.

Without using task duplication, the smallest EFT for task 2
and task 3 are on R1 (62 and 98, respectively). When using
task duplication, the CP of task 2 (that is, task 1) is duplicated
on the resource that can provide the smallest EFT for its child,
in this case on R3, which returns an EFT of 39 (< 62). Being
also the CP of task 3, task 1 is duplicated again on R2 to
provide an EFT of 49 (< 98).

This outcome can be achieved by duplicating (temporarily)
the CP of a task t on each resource and attempting to schedule
t using HEFT. Thus, the algorithm decides to schedule t on
a resource that gives the smallest EFT for this task. With
this approach, t and its CP are very likely to be scheduled
on the same resource, eliminating the need to transfer data
between them. This technique, however, does not verify the
consequences of using task duplication for the children of t,
which could delay the start of their executions. To tackle this
issue, we employ a Lookahead variation of HEFT [8] instead
of the standard HEFT, which looks ahead and considers infor-
mation about the descendants of a task to assess the impact of
its allocation decision on its children. The Lookahead variant
of HEFT (Lookahead for short) gives a preference to schedule
a task t on a resource that may provide a worse EFT for t in
an attempt to minimise the maximum EFT of all t’s children;
for more details of Lookahead, we refer to [8].

Figure 2b illustrates the schedules produced by the standard
Lookahead (left) and its version using task duplication (right).
The second schedule has a makespan that is approximately
36% less than the makespan produced by Lookahead (154 as
opposed to 243 units of time). The schedule using task du-
plication offers a reduction of approximately 26% in resource
usage (311 instead of 419 units of time) than the schedule
produced by the standard Lookahead.

The improvement of Lookahead using task duplication is
achieved on two occasions. The first occasion is when task 1
is duplicated on R1 while scheduling task 4. Without using
task duplication, the smallest EFT for task 4 is 44, and the
best resource for its child (that is, task 6) would be R2 (which
returns an EFT of 79) according to the lookahead information
at that instant of the algorithm execution. However, when

using task duplication, task 4 is assigned to R1 along with
a duplicate of its critical predecessor (task 1), achieving a
better EFT of 34 because Lookahead finds the smallest EFT
of 67 (< 79) for its child, task 6, on R1. The second occasion
occurs when task 1 is duplicated again at R3 while scheduling
task 5. Without using task duplication, task 5 gives an EFT of
44 on R3 because the lookahead procedure finds the smallest
EFT for its children (97 for task 7 on R1 and 87 for task 8
on R3). Using task duplication, task 5 gives an EFT of 27 on
R3 because the duplicated task 1 on R3 enables Lookahead
to find the smallest EFT of 80 (< 97) for task 7 on R1.
Importantly, task 1 was not duplicated on R3 while task 2
was being scheduled for the following reason. When both the
duplicates of task 1 and task 2 are assigned on R3, task 2
is given an EFT of 39 and its children are given an EFT of
117 on R1 (task 6) and 60 on R3 (task 7). However, for the
schedule of Figure 2b, although task 2 has a worse EFT of
62 (> 39) on R1, the EFT for its (worst) child, task 6, would
be 95, which is smaller than before (117).

III. USING TASK DUPLICATION ON HEFT AND THE
LOOKAHEAD VARIANT OF HEFT

HEFT and Lookahead are makespan-aware scheduling al-
gorithms that combine the techniques of insertion-based list
scheduling to minimise the schedule length (makespan). We
propose to enhance HEFT and Lookahead using task duplica-
tion to further contribute to the minimisation of the makespan,
in addition to reducing the size of data transfers between tasks
and, consecutively, the resource usage to execute the workflow.
Although HEFT and Lookahead are not cost-aware schedulers,
we argue that a schedule that provides less resource usage can
result in significant cost savings within the cloud.

We present two different possibilities to enhance HEFT with
task duplication. The two versions studied are as follows.

1) Task duplication only: this is the task duplication as
described in the motivating example in Section II, where
the critical predecessor (CP) of a task t is attempted
to be duplicated on the selected resource only if this
duplication improves t’s estimated finish time (EFT).



2) Task duplication with Lookahead technique: the CP of
a task t is attempted to be duplicated on the selected
resource only if this duplication improves the maximum
EFT of all t’s children on all resources where t is tried.

A. HEFT using Task Duplication

To implement the task duplication version only, we employ
the standard description of HEFT, including the calculation of
the priority attribute ranku for each task ti of the workflow,
defined as follows (please see [7]):

ranku(ti) = wi + max
tj∈succ(ti)

(
ci,j + ranku(tj)

)
, (1)

where wi is the average execution time of ti over all available
resources, succ(ti) is the set of immediate successor tasks of
ti, and ci,j is the average communication cost (data transfer
time) between ti and tj . To find the CP of a ti, we employ
pred(ti), which is the set of immediate predecessors of ti.

This version of HEFT using task duplication proposed in
this paper is shown in Algorithm 1. Unlike HEFT, where no
schedule decision is considered for rescheduling (i.e., once
a task is scheduled to run on a resource such decision is not
altered), Algorithm 1 may need to reschedule some tasks. This
may occur when the schedule of a task is replaced within
the final solution (given by STATE in Algorithm 1) by
the schedule of a duplicated task. The variable STATE is
gradually constructed at each iteration of the outer loop (lines 3
to 34). Algorithm 2 describes this rescheduling step.

To demonstrate this step, let t be the highest priority task
ready to be scheduled; tcp the CP of t, i.e., tcp ∈ prev(t); and
t be the only successor task of tcp, i.e., succ(tcp) = {t}.
In this example, tcp could be task 6 and t the task 9 of
Figure 1. Let rm be the resource where tcp was previously
scheduled to run, and ri the resource where HEFT has decided
to schedule t (line 9) because ri gives the smallest EFT for
it (EFTmin in line 10). Lastly, let tcopycp be a duplicate of
t with the succ and pred sets properly updated (line 13).
This update procedure preserves the precedence constraints
and carries out the follows instructions: (i) tcopycp is included
in the successor set of all the tasks in prev(tcp), (ii) the
predecessor and successor sets of tcopycp (that is prev(tcopycp )
and succ(tcopycp )) is defined to be equal to the predecessor and
successor set of tcp (prev(tcp) and succ(tcp), respectively),
and (iii) t is removed from succ(tcp). Consider that a better
EFT for t (EFTt,rk < EFTmin) has been achieved by HEFT
on rk (line 21) only if tcopycp is scheduled on rj ( 6= rm) (line 17
or 19). Note that for this to occur, rk and rj are likely to
point to the same resource, which eliminates the need for data
transfer between them. Hence, t gives preference to using tcopycp

as its CP in the schedule state stored in STATEbest (line 26).
However, since t is the only successor of tcp and has been

removed from succ(tcp), the successor set of tcp becomes
empty, i.e. succ(tcp) = ∅, which means that tcp has no further
reason to exist in STATEbest because its duplicate has taken
its place. Hence, we finalise this demonstration arguing that
the replacement of the schedule of a task from STATEbest

by the schedule of its duplicate is interpreted as an act of
rescheduling.

Algorithm 1 HEFT using task duplication
1: Ranked tasks using a non-increasing order of ranku values
2: R← the set of all available resources
3: while there are unscheduled tasks do
4: STATE ← store the schedule state before scheduling t
5: t← unscheduled task with highest ranku
6: Schedule t using HEFT
7: STATEbest ← store the schedule state including t
8: if t is not an entry task (i.e., it has no predecessors) then
9: ri ← the resource select for t

10: EFTmin ← the EFT for t on ri
11: torig.cp ← CP of t given by max

tj∈pred(t)
ranku(tj)

12: tcopycp ← Create a duplicate of torig.cp

13: Update properly the succ and pred sets of t, torig.cp , and tcopycp
to preserve the precedence constraints among them, e.g., replace
torig.cp for tcopycp in pred(t) and remove t from succ(torig.cp ), etc.

14: Restore the schedule state STATE indicated in Line 4
15: for all resources rj in the resources set R \ {ri} do
16: if if there is already a duplicate of t, i.e. t′cp, on rj then
17: Use t′cp instead of tcopycp and executes similar update com-

mands indicated in Line 13 to preserve precedence constraints
18: else
19: Schedule tcopycp on rj using the insertion-based policy
20: end if
21: Schedule t using HEFT
22: rk ← the resource select for t
23: EFTt,rk ← the EFT for t on rk
24: if EFTt,rk < EFTmin then
25: EFTmin ← EFTt,rk
26: STATEbest ← store the best current schedule state
27: end if
28: Restore the schedule state STATE indicated in Line 4
29: end for
30: Destroy tcopycp if it is not used in STATEbest

31: Call Algorithm 2 providing torig.cp and STATEbest as input
32: end if
33: Use the schedule state indicated by STATEbest for the next loop
34: end while

Algorithm 2 Re-scheduling step
Require: a task t and a schedule state STATE
1: if succ(t) is EMPTY then
2: Remove t from STATE because a duplicate took its place. In other

words, t was re-scheduled
3: Remove t from the succ set of all tasks in pred(t)
4: Check if all precedence constraints have been preserved
5: Call this algorithm recursively for all the tasks in pred(t)
6: end if

HEFT has O(r2 × n) time complexity for r resources and
n workflow tasks [7]. It is easy to observe that the time
complexity of this algorithm increases this time complexity
by a factor of (r + c), where c is the average number of
all ancestors (not only the immediate ones) per task. As we
discuss in Section IV, this extra effort in time complexity may
be justified if it can result in cost-effective schedules providing
significant performance savings to both makespan and money.

B. Lookahead variant of HEFT using Task Duplication
Motivated by the observations made in [8], the decision to

duplicate the CP of a task t to improve t’s EFT may delay the
start of the execution of the children of t. To solve this issue,
we employ the Lookahead variant of HEFT [8]. This algorithm
allows HEFT to make more elaborate scheduling decisions by
applying the notion of look-ahead to obtain extra information
before allocating each task. Thus, the decision to duplicate the
CP of a task is based on looking ahead the EFT of its children.
Thus, the CP of a task t is attempted to be duplicated on the
selected resource only if this duplication improves (reduces)



the maximum EFT of all t’s children on all resources where t
is tried. We employ the lookahead version of depth 1, which
means only the task’s children are considered and not their
children too.

Algorithm 3 Lookahead using task duplication
1: for all the 34 lines of Algorithm 1 do
2: Replace the HEFT algorithm by the Lookahead on lines 6 and 21
3: Replace line 10 by “EFTmin ← maximum EFT for t’s children when

t is scheduled on ri”
4: Replace line 23 by “EFTt,rk ← maximum EFT for t’s children when

t is scheduled on rk”
5: end for
6: Execute Algorithm 1 with the modified lines above

Algorithm 3 illustrates the version of Lookahead using task
duplication. The algorithm works similarly to Algorithm 1.
Algorithm 3 also calls Algorithm 2 to perform the rescheduling
step for the following reasons. First, Lookahead only considers
t and its already scheduled parents (predecessor) to calculate
the estimated finish time of t’s children, ignoring further delays
that may arise due to any unscheduled parents. Second, some
(or all) children of t may not become ready immediately
after scheduling t (as a result of a dependence on another,
as yet unscheduled, parent). Thus, as the EFT computed by
Lookahead for the children of t is somewhat optimistic, the
schedule for t based on this EFT may be inferior. To address
this issue we carry out this rescheduling step.

The time complexity of Lookahead using task duplication is
also increased by a factor of (r+c), where r is the number of
resources and c is the average number of all ancestors per task.
However, the time complexity of the Lookahead algorithm of
depth 1 increases the time complexity of HEFT by a factor of
1×(r×d), where d is the average number of children per task.
Therefore, overall, Algorithm 3 increases the time complexity
of the standard HEFT by a factor of (r × d) × (r + c). As
we discussed in Section IV, this time increase by a factor of
(r+ c) is justified because our scheduling approach, which is
based on task duplication, can effectively reduce the size of
data transfers, which, in turn, offers a reduction in the rental
duration of cloud resources leading to overall cost savings.

IV. EXPERIMENTAL EVALUATION AND DISCUSSION

A. Evaluation Methodology
We carried out extensive simulation with an in-house sim-

ulator developed in Java and used in other similar studies
(e.g., [13]). Synthetic data for four real-world scientific work-
flows [1], namely Montage (generation of image mosaics
of the sky), Epigenome (mapping of the epigenetic state of
human cells), CyberShake (generating seismic hazard maps
for earthquake detection) and LIGO (detection of gravitational
waves in the universe), were generated using the workflow
generator2 to obtain a workflow (DAG) of 100 tasks for each
application. In the simulation, it is assumed that the workflows
have dedicated use of the resources. Figure 3 shows the
reduced form of the four DAGs used. The computation cost
(number of instructions) of each workflow’s task was randomly
taken from the interval (500, 5000). For each type of DAG, we

2https://github.com/pegasus-is/WorkflowGenerator

(a) Montage (b) Epigenome

(c) CyberShake (d) LIGO

Fig. 3. DAGs representing the scientific workflow applications used in
the simulations: Montage (Astronomy), Epigenomics (bioinformatics), Cy-
bershake (Earthquake science), and LIGO (astrophysics). For illustrative
purposes, these DAGs are in their reduced form [20].

performed simulations using communication to computation
ratios (CCR) of 0.5, 1.0, 2.0, 5.0, and 10.0. CCR is defined
as the ratio between the amount of communication and the
amount of computation performed in the workflow execution.

The simulations were run using 5, 10, 15, 20, 25, and 30
heterogeneous resources (virtual machines) in the target en-
vironment, each one having a processing capacity (units of
computation per time unit) randomly taken from the interval
(100, 500). A heterogeneous network fully connects the re-
sources; each link had its bandwidth randomly taken from the
interval (100, 500). For simplicity, we only consider single-
core resources in this evaluation. A scenario considering multi-
core resources, simply needs to connect fully two or more
single-core resources with infinite bandwidth among them.
Lastly, we specify that the rental price of a resource is directly
proportional to its processing capacity, which is a reasonable
assumption in real public cloud providers (e.g. Amazon EC21).
Thus, if the processing capacity of a resource r is x, then r
costs $0.001x per unit of time used.

B. Comparison Metrics

Four algorithms were evaluated: the standard HEFT [7],
HEFT using Task Duplication (HEFT-TD, for short), the stan-
dard Look-ahead [8], and Lookahead using Task Duplication
(Lookahead-TD, for short). The comparisons of the algorithms
are based on the following four metrics: the schedule length
(makespan), the monetary cost of the schedule, the overall size
of data transfers, and the runtime of the algorithm to find a
solution. Table I summarises the percentage of tasks that were
duplicated and rescheduled by HEFT-TD and Lookahead-TD.

C. Results

The results are averaged over 500 runs, and the data are
presented with a 95% confidence interval. Due to page limit
restrictions, we show only the results of the simulations
containing 15 and 30 resources, but the results using 5, 10,
20, and 25 resources mirror the trends presented here. Some
observations for each type of DAG are summarised below.



TABLE I
% OF DUPLICATED AND RESCHEDULED TASKS USING HEFT-TD (LEFT) AND LOOKAHEAD-TD (RIGHT) WITH 15 (TOP) AND 30 (BOTTOM) RESOURCES.

CCR Montage Epigenome CyberShake LIGO
0.5 8.5± 0.2 7.9± 0.2 11.4± 0.2 7.5± 0.3
1.0 17.3± 0.3 9.8± 0.2 13.4± 0.2 8.9± 0.3
2.0 29.9± 0.5 11.1± 0.2 15.5± 0.2 9.5± 0.3
5.0 45.5± 0.3 11.8± 0.1 16.4± 0.2 8.8± 0.3

D
up

lic
at

es

10.0 49.5± 0.2 12.2± 0.1 15.6± 0.2 8.1± 0.4

0.5 0.1± 0.0 3.4± 0.2 0.0± 0.0 2.7± 0.2
1.0 0.2± 0.0 8.5± 0.3 0.0± 0.0 7.6± 0.3
2.0 0.4± 0.1 11.9± 0.3 0.1± 0.0 12.5± 0.4
5.0 0.7± 0.1 5.6± 0.2 0.2± 0.0 13.8± 0.4

R
es

ch
ed

ul
ed

10.0 0.7± 0.1 2.1± 0.1 0.2± 0.0 13.4± 0.4

(a) HEFT-TD – 15 Resources

CCR Montage Epigenome CyberShake LIGO
0.5 21.9± 0.3 15.1± 0.3 23.3± 0.3 11.7± 0.5
1.0 32.8± 0.4 16.5± 0.2 25.6± 0.3 13.6± 0.5
2.0 43.6± 0.4 17.3± 0.2 26.2± 0.3 13.2± 0.5
5.0 51.6± 0.2 17.8± 0.2 25.3± 0.2 12.1± 0.5

D
up
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es

10.0 53.5± 0.2 17.9± 0.2 25.2± 0.3 11.4± 0.5

0.5 0.3± 0.0 6.5± 0.2 0.0± 0.0 5.5± 0.3
1.0 0.4± 0.1 9.4± 0.3 0.1± 0.0 10.2± 0.4
2.0 0.6± 0.1 6.7± 0.3 0.1± 0.0 12.1± 0.5
5.0 0.7± 0.1 1.9± 0.1 0.2± 0.0 11.7± 0.5

R
es

ch
ed

ul
ed

10.0 0.7± 0.1 0.6± 0.1 0.2± 0.0 10.7± 0.4

(c) HEFT-TD – 30 Resources

CCR Montage Epigenome CyberShake LIGO
0.5 5.0± 0.2 7.7± 0.2 10.6± 0.2 2.3± 0.3
1.0 8.7± 0.2 9.5± 0.2 13.1± 0.2 2.1± 0.3
2.0 11.1± 0.3 10.5± 0.1 13.8± 0.2 1.9± 0.2
5.0 12.3± 0.4 10.8± 0.1 11.8± 0.4 1.8± 0.2

D
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10.0 10.6± 0.5 11.1± 0.1 8.7± 0.4 1.2± 0.2

0.5 0.0± 0.0 3.9± 0.2 0.0± 0.0 1.9± 0.1
1.0 0.0± 0.0 7.8± 0.2 0.0± 0.0 4.9± 0.2
2.0 0.1± 0.0 9.9± 0.2 0.0± 0.0 8.5± 0.3
5.0 0.2± 0.0 6.5± 0.2 0.1± 0.0 12.5± 0.3

R
es
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ed
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ed

10.0 0.4± 0.1 4.0± 0.2 0.2± 0.0 15.3± 0.3

(b) Lookahead-TD – 15 Resources

CCR Montage Epigenome CyberShake LIGO
0.5 6.9± 0.3 14.6± 0.3 18.6± 0.3 3.6± 0.4
1.0 10.2± 0.3 15.6± 0.2 17.8± 0.3 3.0± 0.4
2.0 11.8± 0.3 16.0± 0.2 15.3± 0.3 2.3± 0.3
5.0 13.0± 0.5 16.2± 0.2 11.6± 0.3 1.9± 0.3

D
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es

10.0 11.7± 0.6 16.1± 0.2 9.1± 0.4 1.4± 0.2

0.5 0.0± 0.0 6.0± 0.2 0.0± 0.0 3.2± 0.2
1.0 0.0± 0.0 8.3± 0.3 0.0± 0.0 6.0± 0.2
2.0 0.1± 0.0 7.0± 0.3 0.0± 0.0 9.4± 0.3
5.0 0.3± 0.0 3.8± 0.2 0.1± 0.0 13.3± 0.3

R
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ed
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ed

10.0 0.5± 0.1 3.0± 0.1 0.2± 0.0 16.0± 0.3

(d) Lookahead-TD – 30 Resources
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Fig. 4. Averages of makespan (left), execution cost (centre), and data transfer (right) using the 100-task Montage DAG and 15 (top) or 30 (bottom) resources.



a) Montage: The results for the Montage DAG are
shown in Figure 4. As can be seen, makespan improvements
over the standard HEFT and Lookahead were obtained by the
algorithms that use the task duplication approach. For instance,
HEFT-TD outperforms HEFT from approximately 3% (with
15 resources and CCR = 1.0) to 29% (with 30 resources and
CCR = 10.0). Lookahead-TD, in turn, slightly outperformed
Lookahead by accomplishing improvements in the makespan
of around 1.40% (with 15 resources and CCR = 1.0) to
10% (with 30 resources and CCR = 10.0). In general,
for small values of CCR, task duplication seems to lead to
small makespan improvements in all cases. This is explained
because, since task duplication relies on the idle time left on
resources due to time-consuming data transfers, a small value
of CCR means there is little scope to trade communication for
computation to improve the makespan.

Algorithms using task duplication achieved a good trade-
off between makespan and monetary costs. As it can be seen,
cheaper schedules with less communication (data transfers)
were obtained for large values of CCR. For instance, with
15 resources, the cost savings achieved by HEFT-TD over
HEFT was around of 3% when CCR = 1.0 and 27% when
CCR = 10.0; meanwhile, the size of data transfers dropped
by 10% when CCR = 1.0 and 43% when CCR = 10.0.
With 30 resources, the results were similar. The cost sav-
ings were around 1% when CCR = 1.0 and 26% when
CCR = 10.0, followed by a drop in the data transfer of
around 19% when CCR = 1.0 and 42% when CCR = 10.0,
respectively. Regarding Lookahead-TD, it outperformed the
standard Lookahead slightly with respect to the size of data
transfers, although the monetary execution costs remained very
similar. With 15 resources and CCR = 1.0, the improvement
in reducing the size of data transfers compared to Lookahead
was around 8%, while for CCR = 10.0 this improvement was
around 13%. Results with 30 resources give an improvement of
around 10% when CCR = 1.0 and 15% when CCR = 10.0.

Overall, on average, considering all the values of CCR
and the number of resources used in the simulation, HEFT-
TD duplicated about 30 tasks (30%) of the 100 tasks of the
Montage DAG, outperforming HEFT by cutting the makespan
in 18%, reducing the size of data transfers by 35%, and
dropping the cost expenses by 15%. In turn, Lookahead-TD
duplicated fewer tasks, around 10, outperforming the standard
Lookahead by improving the makespan by 7%, reducing the
size of data transfers by about 12%, but marginally making
schedules 2% more expensive.

b) Epigenome: The results for the Epigenome DAG
are shown in Figure 5. Both algorithms using task du-
plication achieved better makespan performance than their
standard versions. For instance, with 15 resources, HEFT-
TD achieved schedules with significantly lower makespan,
improving the schedule length of HEFT by approximately
7% when CCR = 1.0, by 11% when CCR = 5.0, and
by 5% when CCR = 10.0. These improvements were
slightly similar with 30 resources, around 9%, 18%, and
7%, respectively. Lookahead-TD achieved similar performance
gains when compared to Lookahead. Results for 15 resources
give an improvement of 8% when CCR = 1.0, 14% when

CCR = 5.0, and 9% when CCR = 10.0; meanwhile, with
30 resources, this improvement was around 9%, 11%, and 6%,
respectively. As can be seen in Table I, both algorithms
produced a similar number of duplicated tasks, but Lookahead-
TD achieved better makespans.

However, the schedules achieved by HEFT-TD and
Lookahead-TD did not come up with a good trade-off be-
tween makespan and monetary execution cost, and thus the
improvements in makespan become costly. For instance, with
15 resources and CCR = 5.0, the average execution cost of
HEFT-TD against HEFT increased by approximately 33%, and
twice as much for CCR = 10.0. In the meantime, results for
30 resources give an increase of 66% with CCR = 5.0 and
168% when CCR = 10.0. On the other hand, Lookahead-
TD had a smaller impact on the increase in the average cost.
With 15 resources, this increase was approximately about 15%
when CCR = 5.0 and 58% when CCR = 10.0; while for
30 resources, this increase was around 40% with CCR = 5.0
and 91% when CCR = 10.0.

Despite the increase in average monetary costs, there was a
good trade-off between computation (makespan) and commu-
nication (data transfer). For instance, in the results comparison
of HEFT-TD against HEFT with 15 resources, the size of
data transfers dropped by 12% when CCR = 0.5 and 35%
when CCR = 5.0, except for CCR = 10.0, which had a
marginal increase of 11%. Results for 30 resources mirror this
trend, where these drops were around 34% when CCR = 5.0
and 39% when CCR = 0.5; but, for CCR = 10.0, the
increase was around 15%. In turn, the improvements obtained
by Lookahead-TD were better when compared to Lookahead.
Results for 15 resources indicate a decrease in the commu-
nication of around 19% when CCR = 0.5 and 29% when
CCR = 10.0; while for 30 resources, this reduction was
around 30% when CCR = 0.5 and 28% when CCR = 10.0.

Overall, on average, HEFT-TD duplicated about 13 tasks
(13%) out of the 100 tasks of the Epigenome DAG, outper-
forming HEFT by dropping the makespan by 11% and reduc-
ing the size of data transfers by 22%, but these improvements
were performed at a monetary cost increase of around 45%.
In contrast, Lookahead-TD also duplicated roughly 13 tasks,
overcoming the standard Lookahead by cutting the makespan
by 9% and reducing the communication cost (data transfers)
by about 36% but at a monetary cost increase of 26%. In
general, for the Epigenome DAG and large values of CCR,
both algorithms HEFT-TD and Lookahead-TD did not result
in performance that was better than their standard versions.

c) CyberShake: The results for the CyberShake DAG
are shown in Figure 6. These results are similar to the results
of the Epigenome DAG, except when CCR = 10.0, where
Lookahead-TD was able to achieve cheaper schedules than
those achieved by the original Lookahead, e.g., by 23% for
both configurations with 15 or 30 resources. On average,
HEFT-TD duplicated about 17 tasks (17%) of the 100 tasks
of the CyberShake graph, outperforming HEFT in cutting
the makespan by almost 4%, besides achieving a marginal
reduction on the size of data transfers of 12%; except for
the monetary execution cost, which had an increase of 37%.
On the other hand, Lookahead-TD, which duplicated fewer



0.
5

1.
0 2.0 5.0 10.0

CCR

100

200

300

400

EPIGENOME with 100 tasks - 15 resources

HEFT
HEFT-TD

Lookahead
Lookahead-TD

CCR 2.00

100

(a) Average makespan

0.
5

1.
0 2.0 5.0 10.0

CCR

400

600

800

1000

EPIGENOME with 100 tasks - 15 resources

HEFT
HEFT-TD

Lookahead
Lookahead-TD

CCR 2.00

200

400

(b) Average execution cost ($)

0.
5

1.
0 2.0 5.0 10.0

CCR

200 k

400 k

600 k

800 k

EPIGENOME with 100 tasks - 15 resources

HEFT
HEFT-TD

Lookahead
Lookahead-TD

CCR 2.00

200 k

(c) Average size of data transfers

0.
5

1.
0 2.0 5.0 10.0

CCR

100

200

300

400
EPIGENOME with 100 tasks - 30 resources

HEFT
HEFT-TD

Lookahead
Lookahead-TD

CCR 2.00

100

(d) Average makespan

0.
5

1.
0 2.0 5.0 10.0

CCR

400

600

800

1000

1200

1400

EPIGENOME with 100 tasks - 30 resources

HEFT
HEFT-TD

Lookahead
Lookahead-TD

CCR 2.00

200

400

(e) Average execution cost ($)

0.
5

1.
0 2.0 5.0 10.0

CCR

200 k

400 k

600 k

800 k

EPIGENOME with 100 tasks - 30 resources

HEFT
HEFT-TD

Lookahead
Lookahead-TD

CCR 2.00

200 k

(f) Average size of data transfers

Fig. 5. Averages of makespan (left), execution cost (centre), and data transfer (right) using the Epigenome DAG and 15 (top) or 30 (bottom) resources.
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Fig. 6. Averages of makespan (left), execution cost (centre), and data transfer (right) using the CyberShake DAG and 15 (top) or 30 (bottom) resources.

tasks than HEFT-TD, around of 13, outperformed the standard
Lookahead by improving the makespan by 10%, reducing the
monetary execution cost by almost 5%, and decreasing the size
of data transfers by 30%. Lookahead-TD outperforms HEFT-

TD for all values of CCR, being able to achieve schedules
with a good trade-off between makespan, monetary execution
costs, and size of data transfers.
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Fig. 7. Averages of makespan (left), execution cost (centre), and data transfer (right) using the 100-tasks LIGO DAG and 15 (top) or 30 (bottom) resources.

d) LIGO: Figure 7 shows the results for the LIGO DAG.
Overall, on average, HEFT-TD duplicated around 9 tasks (9%)
of the 100 tasks of the LIGO graph, slightly outperforming
HEFT with a makespan improvement of 4%; however, it
introduced an increase of 10% in monetary execution cost
besides generating seven times more data transfers. In fact,
for the LIGO DAG, HEFT-TD did not come up with any
good trade-off between makespan, execution cost, and size
of data transfers for all the values of CCR. On the other hand,
Lookahead-TD, which gives an average number of 3 dupli-
cated tasks, outperformed the standard Lookahead by cutting
the makespan by 22% and reducing the monetary execution
cost by almost 25% but with an increase in the size of data
transfers of nearly 65%. Using task duplication, Lookahead-
TD was able to achieve a good trade-off between makespan
and monetary execution costs. Note that these significant
improvements over Lookahead using very few duplicate tasks
can be explained by the high percentage of tasks that were
rescheduled, whose number ranged from 1.9% (CCR = 0.5)
to 15.3% (CCR = 10.0) in the simulations using 15 resources,
and from 3.2% to 16.0% in the simulations using 30 resources.

D. Discussion

Analysing the results for each DAG, we observe that the
algorithms using task duplication seem to provide better
schedules than the schedules of the standard algorithms. Our
motivating example presented in Section II furnishes a hint that
may explain this behaviour: when HEFT-TD duplicates task 1
(already scheduled on R1) on R2 and R3 (Figure 2b), the
algorithm is trading communication for computation. The al-
gorithm discovers that the large communication time between

task 1 and its descendants task 2 and task 3 can be mitigated if
task 1 can also be computed on R2 and R3, eliminating data
transfer between these tasks. This observation is also valid
for Lookahead-TD, which has the advantage of looking ahead
taking into account additional information in an attempt to
foresee whether future data transfers may be too costly and
thus avoid them.

A second observation is that Lookahead-TD gives sig-
nificantly better results than HEFT-TD, which is confirmed
by its additional complexity. Summarising all the simula-
tions, HEFT-TD contributed to reducing the makespan by
9% on average, while Lookahead-TD was able to achieve
12%. Regarding the average monetary cost, HEFT-TD resulted
in a decrease of nearly 15% for the Montage DAG only,
while for the other DAGs, it increased on average by 30%.
Lookahead-TD, in turn, provided a monetary cost reduction
for LIGO and CyberShake DAGs of 15% on average, while
for Montage and Epigenome DAGs, it provided an increase
of 14%. Lastly, except for the LIGO DAG, HEFT-TD resulted
in a reduction in communication costs of 23% on average,
while Lookahead-TD resulted in a 26% reduction. These
values are very promising and give an incentive to investigate
task duplication further to come up with sophisticated and
low-complexity DAG scheduling algorithms that achieve a
good trade-off between makespan, communication costs, and
monetary execution costs.

E. Algorithm Execution Time

A critical element in the evaluation of the proposed algo-
rithms using task duplication is how long they take to run;
since they consider a more extensive search space than HEFT,
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they clearly have a higher time complexity and require more
time. Figure 8 shows the execution time (in seconds) of each
algorithm for simulations with 30 resources. As expected,
in line with the time complexity described in Section III-B,
HEFT-TD took more time to run than HEFT, and Lookahead-
TD took even more time to run than the standard Lookahead
(which is slower than HEFT and HEFT-TD). Regardless of
the DAG topology, in general, the proposed algorithms have a
high execution time when compared to the standard versions.
Montage and CyberShake DAGs result in the highest runtime
due to their topologies in having fewer “pipelines of tasks in
parallel” and more “fork-join” structures, which seem to offer
more possibilities for task duplication, thus taking more time
to find solutions. Although the execution time of HEFT-TD
and Lookahead-TD were, respectively, a hundred and ten times
slower than the standard HEFT and Lookahead, they took, in
absolute terms, 1 and 100 seconds, respectively, to find better
solutions. These runtimes may not be prohibitively high when
it becomes attractive in practice, especially in anticipation to
benefits in makespan and monetary expenses.

V. CONCLUSION

When executing workflows using resources (e.g., virtual
machines) rented from public cloud providers on a pay-as-
you-go basis, inter-task communications are prone to delays,
which may seriously jeopardise the workflow makespan (over-
all execution time), extending the period of renting cloud
resources and critically compromising budgets. To tackle this
issue, this paper addressed the problem of workflow/DAG
scheduling on clouds using the task duplication approach.
We explore the possibility of trading some communication
for computation during the scheduling production, aiming to
schedule a workflow by duplicating some computation of its
tasks upon which other dependent-tasks critically depend in
order to lessen communication amongst them. The motiva-
tion stems from the challenge of task scheduling on clouds
where makespan, communication costs, and monetary costs
are conflicting metrics. Task duplication is implemented as
an extension of the popular, low-complexity Heterogeneous
Earliest Finish Time (HEFT) algorithm and its Lookahead
variant. Preliminary results are auspicious, giving, in most
cases altogether, considerable percentage savings in commu-
nication, makespan, and monetary costs. Future work could
investigate how to enhance the proposed algorithms further
to identify (before the scheduling process) potential tasks
whose duplication would bring the expected benefits. In this
way, the algorithm would determine tasks to be duplicated
beforehand, which may amortise the extra time complexity
we have incurred for both HEFT and Lookahead algorithms.
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