Chronicle and UCL Query Interfaces
This document contains the following:

· A description of the chronicle query interface (Chronicle-QI).

· A summary of our current understanding of the UCL query interface (UCL-QI).

· A discussion of the similarities and differences between the two.

· A discussion of the possibilities for leveraging the commonalities.

1) Chronicle Query Interface
Chronicle Object Model: The schema for both the patient chronicles, and the Chronicle-QI is provided by the Java-based chronicle object model (COM) in combination with a set of external knowledge sources (EKS). The COM provides the backbone of the chronicle representation, and the EKS the detailed domain knowledge. The EKS may be dynamic in nature, operating in combination with associated EKS-related inference mechanisms. The following diagram shows the architecture associated with the COM:  
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The COM is divided into a generic core section, the generic COM, and a clinical specific extension of this core, the clinical COM. Hence, it provides a suitable basis for model driven applications, such as our basic record-browsing and query-formulation GUIs, which require no built-in clinical knowledge.

The EKS are provided via a generic knowledge service, of which there is a clinical specific extension, or clinical knowledge service. The knowledge service provides a transparent interface, and hence the COM has no knowledge of the number of EKS being accessed, the format of the individual EKS, or how the associated inferencing is achieved. Currently the EKS consists of a single OWL ontology, with the inference being provided by a description logic (DL) reasoner.

Chronicle Temporal Model: The COM embodies a SNAP/SPAN temporal model, where:
· SNAP-events are point-like occurrences. From the point of view of the patient chronicle, where the atomic time-unit is one-day, this includes ‘singular’ clinical procedures such as surgical operations and investigations.

· SPAN-events are temporally protracted things such as problem-histories and clinical-regimes.

The SPAN-events may be partially composed of collections of individual SNAP-events. For instance a clinical problem is described via a ProblemHistory object together with a set of associated ProblemSnapshot objects, describing the problem at specific points-in-time.
Chronicle Queries: The following is a brief overview of how queries can be formulated using the Chronicle-QI. The depictions of the queries follow roughly the way in which they would be displayed within our simple query-formulation GUI. It should be pointed out that these depictions contain various simplifications, and gloss over certain ongoing technical issues. 
A patient record is a network that looks something like this:
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A patient chronicle query is a tree built out of the same set of component types, with some additions for representing logical operators and numerical constraints (including temporal constraints), and looks like this:
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The patient chronicles are semantic networks and the Chronicle-QI enables the construction of queries over these networks. For example:
Example 1:
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“Patients with a cancer, which was inferred via the existence of a tumour, which was detected as the result of an x-ray or a biopsy, which was indicated via a diagnosis of anaemia” 
The following is an example of a query involving temporal constraints, which are a specialised type of numeric constraints. This query demonstrates how the SNAP/SPAN temporal model permits a wider range of queries than a purely SNAP-based model would, enabling querying over relationships involving concepts such as remission and recurrence.
Example 2:
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“Patients with cancer who went into remission, and did not have a relapse within the next 10 years”
The COM provides a mechanism for producing temporal abstractions that represent summaries of the values of specific ‘descriptor’ variables over extended time periods. For instance all numeric values (such as tumour-size) can be summarised via a standard set of abstractions such as minimum, maximum, start-value, end-value, range, etc. The Chronicle-QI allows the formulation of queries whose solution involves on-the-fly temporal abstraction. For example:
Example 3:
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“Patients whose tumour grew by a factor > 2 between detection and start of chemotherapy”
2) UCL Query Interface Summary
The following is a summary of our current understanding of the UCL-QI, and may include some errors (which UCL can point out for us). The terminology is based mainly on that in Dipak’s slides, with a little extra thrown in to aid the summarisation.

Query Components: A UCL-QI query is based on clinical-characteristics, each of which is identified via a unique name that maps to a specific location in the archetype model of the patient record.
The atomic unit in a query is a clinical-characteristic-specification, which describes a set of requirements for a specific clinical-characteristic. The specification will include:

· The characteristic-name (e.g. “ChemotherapyTreatment”, “SmokingStatus”, etc.)

· A present-or-absent instruction, specifying whether the described characteristic should be present or absent for the query to succeed

· A find-instances instruction, specifying how many/which instances to find (one of EARLIEST, LATEST, ANY or ALL)

Depending on the nature of the characteristic, the specification may also include:

· A value-constraint (e.g. “SmokingStatus” HAS_VALUE “Smoker”)

· A date-constraint (e.g. “ChemotherapyTreatment” OCCURS_BEFORE AnchorPointX)
Queries: A UCL-QI query is built out of clinical-characteristic-specifications, and consists of the following sections:
1) A set of one or more anchor-points, each of which will represent the date of a specific event as described via some clinical-characteristic-specification (e.g. first diagnosis of cancer).  Dates within the main body of the query can be specified relative to the anchor-points. A specialisation known as an age-anchor-point, also allows the specification of constraints on the patient’s age at the relevant date.

2) The main body of the query, which is a conjunction (or intersection) of disjunctions (or unions) of clinical-characteristic-specifications. These individual specifications may include references to the anchor-points.

3) Comparison of UCL and Chronicle Query Interfaces
The Chronicle-QI and UCL-QI differ in the following ways:
Range of Attributes: The UCL patient-records include a much wider range of attributes (or clinical-characteristics) than the COM, and these attributes (at least in principle) can be queried over via the UCL-QI.
Expressivity of Queries: The nature of the chronicle representation means that the Chronicle-QI offers additional expressivity in specific areas, most notably:

· Network Relationships: See example 1 above.
· Temporal Abstractions: See example 3 above.
· Ontological Abstraction and Partonomy: Used by the query mechanism, but not directly demonstrated in above examples. For example, any queries specifying a problem- type of ‘Cancer’ will not only retrieve records referencing the ‘Cancer’ concept, but also those referencing any sub-types such as ‘Leukaemia’. Similarly, queries specifying a locus of ‘Breast’ will (optionally) retrieve records referencing parts of the breast (or parts of, parts of the breast, etc.).
Model Driven Schema: As described above, the Chronicle-QI is fully model driven. If the model is updated, via either updates to the clinical COM or to the ontology, then the schema is updated. The schema provides:

· A fully constrained definition of the expressible relationships, and permitted slot-values.

· Dynamic updating of both the set of available slots, and the permitted slot-values.
In the case of the UCL-QI, it is not clear to us at present whether an update to the archetype model will automatically translate into an update to the potential query-set, or whether some kind of mapping needs to be maintained. Also, it seems to be the case that an application accessing the UCL-QI, such as a query GUI, does not have run-time access to a full schema (i.e. one that defines the complete set of clinical-characteristics, as well as their legal values). This is hopefully something that we could help provide (see below).
4) Possibilities for Leveraging Commonalities
To define any commonalities between the two systems, we would first need to establish a mapping between UCL-QI clinical-characteristics on the one hand, and COM/EKS fields on the other. Assuming that we can do this, the possible approaches to integration fall into three broad categories:
Shared Schema: Identify a common schema that subsumes at least parts of the schemas for both systems. An option here would be to use the API that the COM uses to access the clinical knowledge service (see above). Then:

· The Chronicle-QI schema would be provided by the clinical COM together with the core ontology (as at present)

· The UCL-QI schema would be provided by an extension to the core ontology covering the complete set of recognised clinical-characteristics.
The two interfaces would then have in common, not only the core ontology, but also the associated inference mechanisms, and a unified means of accessing both.

Integrated System: Create a common interface that subsumes both the UCL-QI and the Chronicle-QI, and implement a broker that can split queries up in an appropriate fashion. This would be a fairly ambitious option to pursue. A possibility for the common interface would be to use the Chronicle-QI, in combination with an extended ontology that covers the requirements of the UCL-QI.
Common Interface/Separate Implementations: Define a common interface that can be implemented separately for both the chronicle and the UCL repository. This does not seem like a very sensible option, since either the common interface does not provide the expressivity required for the Chronicle-QI, or else it can formulate queries that the UCL-QI cannot handle. Similarly, either it does not cover the range of clinical-characteristics recognised by the UCL-QI, or else it can formulate queries that the Chronicle-QI cannot handle.
< 10








= EKS-derived relationship





= EKS-derived concept








= COM relationship








= ‘Leaf’ COM object (Integer, Boolean, TimePoint, Duration, etc.)








= ‘Core’ COM object (PatientChronicle, ProblemHistory, etc.)








= Numeric constraints





‘X’





AND





< 10








< (x + y) / 2








‘X’











‘Y’





OR





AND





= ‘Token’ (enables referencing of numeric values)





= Logical operator













































































NOT





= ‘Core’ COM object of specialised query-specific type (not applicable to the representation of patient chronicles)





clinical-history





Patient


Chronicle





‘S’





‘T’





‘C’





end-size





start-size





Integer








> S * 2








Integer








abstractions





Value


Abstractions





descriptors





descriptors





start-point





TimePoint








Problem


History





end-point





TimePoint








Descriptor


History





clinical-procedures





Time-Scoped


Descriptor Histories





end-point





type





start-point





indications





Chemo








TimePoint








Clinical


Regime





type





start-point





problems





Tumour








TimePoint








Problem


History





type





type





‘E’





TimePoint








AND





Problem


History





Clinical


History





OM/EKS


Mappings




















Clinical COM





Anemia








Problem


History








Generic COM





OR





Reasoner X





EKS X





= C








DL Reasoner





OWL Ontology





Knowledge Service





= T








type





start-point





Biopsy








inference-sources





type





X-Ray








Singular


Procedure





inference-sources





type





Tumour








Problem


History





type





problems





clinical-history





Cancer











Clinical


History





Patient


Chronicle






































problems





clinical-history





Cancer








TimePoint








Problem


History





Clinical


History





Patient


Chronicle





Cancer








< E + 10-years








