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Abstract The resource-constrained nature of mote-level
wireless sensor networks (WSNs) poses challenges for the
design of a general-purpose sensor network query proces-
sors (SNQPs). Existing SNQPs tend to generate query exe-
cution plans (QEPs) that are selected on the basis of a fixed,
implicit expectation, for example, that energy consumption
should be kept as small as possible. However, in WSN appli-
cations, the same query may be subject to several, possibly
conflicting, quality-of-service (QoS) expectations concomi-
tantly (for example maximizing data acquisition rates sub-
ject to keeping energy consumption low). It is also not
uncommon for the QoS expectations to change over the life-
time of a deployment (for example from low to high data
acquisition rates). This paper describes optimization algo-
rithms that respond to stated QoS expectations (about acqui-
sition rate, delivery time, energy consumption and lifetime)
when making routing, placement, and timing decisions for
in-WSN query processing. The paper shows experimentally
that QoS-awareness offers significant benefits in respond-
ing to, and reconciling, diverse QoS expectations, thereby
enabling QoS-aware SNQPs to generate efficient QEPs for
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1 Introduction

The emergence of wireless sensor networks (WSNs) [25] is
a relatively recent phenomenon. Examples of WSN applica-
tions include observing wildlife habitats unobtrusively [41],
sniper detection [28], and monitoring of animal move-
ments [48], volcanos [46] and glaciers [34]. The spectrum of
WSN applications spans commercial and scientific domains
and is arguably as broad as that for databases, suggesting that,
like databases, WSNs may become pervasive in the future.

In this paper, we draw our motivation and examples
from mote-level WSNs, that is, those consisting of battery-
powered sensor nodes with relatively limited processing and
storage capabilities. Our motivation and examples stem from
WSN deployments that are isolated (that is cut off from mains
power) and costly for stakeholders to physically reach (for
example for maintenance and re-supply). Many WSNs used
in environmental science exhibit these characteristics [23].

In the narrower context of sensor network query proces-
sors (SNQPs), the problem we address stems from the com-
bined import of these characteristics, which is to increase the
need for a compiler/optimizer that responds to quality-of-
service (QoS) expectations by generating a query execution
plan (QEP) that is consonant with those expectations. The
problem we address is that of endowing a SNQP with what
we call QoS-awareness, by which we mean that the opti-
mizer responds to stated QoS expectations by generating a
QEP that aims to meet the latter, rather than presuming the
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optimization goal to be known in advance of compile time
and fixed for every compilation event. Thus, in general, the
QEP that is computed is a function not just of the query and
the physical fabric over which the QEP will run, but also of
the QoS expectations stated at compile time.

A solution to this problem is important because in different
circumstances different QoS might be privileged (for exam-
ple deployment longevity v. freshness of the data). Moreover,
even within the same deployment, a particular query may
at different points in time have different QoS expectations
placed on it (for example when a volcano is inactive, data
need neither be acquired often nor be delivered quickly, but
when an eruption starts, one needs as much data as possible as
fast as possible). Thus, a QoS-aware SNQP would enable the
network-as-a-database approach to WSN application devel-
opment to be cost-effective for more varied deployments,
applications and real-world use-cases. This would, in turn,
contribute to the uptake of WSN technology, particularly in
areas such as environmental monitoring where upfront appli-
cation development costs are a significant entry-level bar-
rier. No existing SNQP is able to generate QEPs that are
always consonant with the varied QoS expectations for all of
the applications exemplified by Lédeczi [28,34,41,46,48]:
that is, they compile queries to meet a hard-wired QoS
objective. The contributions reported in this paper aim to
show how a SNQP can be endowed with QoS-awareness,
thereby increasing the likelihood that it is appropriate for a
wider range of WSN applications, including, in principle, all
of [28,34,41,46,48].

Solving the targeted problem is non-trivial because the
SNQP must be engineered in such a way that, inside its com-
piler/optimizer component, the relevant decisions (for exam-
ple how to route data, when to sense, how much data to buffer,
when to transition between duty-cycling states, etc.) must be
consonant with the stated QoS expectations for a given query,
network and compile time.

While much research on QoS-awareness in WSNs has
been done, this has often focussed on individual aspects of
the problem (for example on computing routing trees that
preserve energy while minimizing latency), which tend to
correspond to different layers of the query compilation stack
(QCS), in terms of classical query processing, and of a pro-
tocol stack, in terms of network management. This activ-
ity has led to the development of techniques and proposals
that compete for best-of-breed status in solving separate sub-
problems (that is routing, sampling frequency, duty-cycling,
etc.). However, given their specialized nature and limited
scope, it would take significant effort to take existing best-
of-breed solutions for each sub-problem and assemble them
into a complete, functional SNQP. Not only do the best-of-
breed solutions taken as a group often rely, for their effi-
ciency, on mutually incompatible approaches (for example
to use or not a protocol stack, generic or otherwise), the soft-

ware engineering task (involving mediation and interfacing)
seems highly non-trivial. In contrast, we describe in this paper
how an existing, complete, functional SNQP can be endowed
with QoS-awareness and what benefits accrue therefrom in
terms of greater consonance between the exhibited QEP per-
formance and the QoS expectations that have been placed on
the corresponding query. Section 2 surveys-related work.

The key aspects of our solution are: (a) we take as start-
ing point an existing SNQP, viz., SNEE [17], and recon-
sider the decision-making steps it realizes in code; (b) we
reengineer the relevant steps to take into account QoS expec-
tations passed to them as input; (c) as a result, we make each
step QoS-aware (using different techniques, as appropriate,
for example, when selecting routing trees, the system uses
scoring functions we have designed; when assigning QEP
fragments to execution sites, the system solves a categorical
optimization problem that it must derive for that QEP and
WSN; when deciding how fast to acquire data, how much
of it to buffer for later delivery, etc., the system solves a
constrained optimization problem that, again, it must derive
for that QEP and WSN). Our experimental results show that
QoS-awareness delivers performance benefits in the form of
greater consonance between the performance profile of the
selected QEP and the QoS expectations stated by the user.
Although our results offer insights into the general problem
of QoS-aware query processing, they, of course, inherit the
limitations of the central decision made, viz., that of extend-
ing a complete, pre-existing software artefact. It remains
an open question whether it would be more advantageous
(albeit at the cost of greater development effort) to select and
assemble a complete SNQP from best-of-breed solutions.
We provide some discussion in Sect. 6. For the sake of con-
trast, we henceforth refer to SNEE (as described in [17]) as
FG-SNEE (for fixed-goalSNEE ), since, in common with
most other SNQPs, it has the single, fixed goal of generat-
ing QEPs that reduce energy consumption and, hence, lim-
ited QoS-awareness. The SNQP that results from reengineer-
ing FG-SNEE to yield a QoS-aware SNQP is referred to as
QoSA-SNEE.

The main contributions of this paper are:

– An approach to endowing an SNQP (which we describe
in some detail in Sect. 3) with QoS-awareness based on
generalizing algorithms for routing, fragment placement
and timing with extensibility points so that they exhibit
different behaviours in response to different QoS expecta-
tions that can be passed as parameters to the compilation
of a query. The system compiles the stated QoS expecta-
tions into query- and network-specific constrained opti-
mization problems and, where appropriate, uses external
solvers to return the solutions. We describe this in detail
in Sect. 4.
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– An evaluation of the performance benefits of a QoS-
aware SNQP compared to one that pursues a fixed opti-
mization goal. We describe our results in Sect. 5.

2 Related work

Given that the functional requirements of most WSN appli-
cations involve data collection, database technologies have
been proposed as a suitable means to repurpose WSNs on-
the-fly, leading to the emergence of SNQPs, for example,
TinyDB [32], Cougar [20], SNQL [10], AnduIN [26] and
SNEE [17]. Unlike traditional query processors, which oper-
ate over relatively robust hardware and aim to generate QEPs
with short response times, existing SNQPs tend to focus on
reducing energy consumption, since, in mote-level WSNs,
nodes rely on depletable, difficult to replenish energy stocks.

A number of approaches have been proposed in the lit-
erature to pursue, at runtime, an overall QoS for a query
workload over classical databases, making use of database
tuning approaches such as reallocation of resources and/or
workload adaptation. For example, Li et al. [29] propose an
approach in which resource allocation takes place in order to
meet the average response time for a query workload. In [30],
the concerns are completing batch jobs within a certain time
window and meeting the required average response time for
ad hoc queries. Schroeder et al. [38] consider mean response
time, percentile targets for response time and variability in
response times. We note that the pursued QoS in these cases
are all derived from response time.

In stream query processors, where sources push tuples into
the system at high and unpredictable rates, one of the main
concerns is the delivery time (also referred to as latency).
In Aurora [13], the user may specify the relative importance
of three QoS indicators: delivery time, percentage of results
delivered and a value-based QoS. These are used to inform
the load-shedding policy. Two load-shedding operators are
proposed by Tatbul et al. [42] that may be inserted at vari-
ous points in the QEPs to ensure that QoS expectations are
met as closely as possible. In [43], an approach is described,

whereby alternative load-shedding plans are generated in
advance for different combinations of input data rates and
invoked as appropriate. Another approach, by Xing et al.
[47], places operators at different sites in order to withstand
the greatest possible variation in data rates. In effect, the QEP
is optimized to maximize the set of feasible input rates. From
the examples described, one can see that the QoS of concern
for stream query processors tends to be a consequence of the
real-time (that is in that they often relate to events currently
unfolding and may need to be analysed on-the-fly) and bursty
nature of data streams.

Much work has been done that focuses on adapting indi-
vidual aspects of the run-time behaviour of a WSN with
a view towards meeting some specific QoS. One paradig-
matic example of this is MicroPulse [4], which adapts the
waking window of a sensor node based on the workload
resulting from the execution of a query. Another example
is the work reported in [15], where a set of statistics are gath-
ered to inform the construction and maintenance of collection
trees that minimize either the number of messages exchanged
among the nodes or the overall energy consumption. Both [4]
and [15] have the implicit goal of contributing best-of-breed
techniques with which to pursue specific, narrow goals (typ-
ically, minimizing energy consumption).

SNQPs are similar to stream query processors in that
sensed data, when acquired repeatedly, is of a streaming
nature. However, they differ in that WSNs often operate in
an acquisitional manner (that is it is possible to control when
tuples enter the system, rather than passively accepting them
from external sources at unpredictable rates). Also, WSNs
are a significantly more resource-constrained platform than
the infrastructure used by stream query processors. It is these
constraints that lead to trade-offs, and, we argue and motivate
the need for SNQPs to exhibit QoS-awareness in order to gen-
erate QEPs that are suitable for a broad range of WSN appli-
cations. We now consider the QoS expectations supported by
other, state-of-the art SNQPs, viz., Cougar, TinyDB, SNQL,
AnduIN and SNEE , in terms of the QoS variables presented
in Table 1 so that we can highlight the limitations of existing
work.

Table 1 Qualities-of-service:
notation and definition

Symbol Description

α Acquisition interval, that is, the length of time between consecutive data acquisition episodes,
that is, sensing/measurements of a quantity of interest at the leaves of a QEP

δ Delivery time, that is, the length of time between the time at which acquisition takes place and
the time at which result tuples that reflect that data are delivered at the root of a QEP

ε Total energy consumption, that is, the total amount of energy consumed over a length of time by
the WSN nodes that are active in QEP execution

ε̄ Average energy consumption, that is, the average amount of energy consumed over a length of
time by a WSN node that is active in QEP execution

λ Network lifetime, that is, the length of time a QEP executes before the first participating WSN
node runs out of energy
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Cougar [20] and AnduIN [26] take a fixed α, and the opti-
mization goal is, implicitly, to reduce ε. TinyDB [32], allows
a user to specify some QoS expectations as query clauses,
viz., a fixed α, a lower bound on λ, or a lower bound on λ

along with an upper bound on α (with the latter being inter-
preted as a feasibility constraint). In SNQL [10], the user
specifies both a fixed α and a transmission interval, where
the latter stipulates how often query results are transmitted to
the gateway node (and therefore determines the value for δ).
SNEE [17] aims to minimize ε̄ and accepts a fixed α and
an upper bound on δ. In summary, existing SNQPs are con-
cerned primarily with extending lifetime and/or energy con-
sumption, possibly subject to acceptable delivery time. None
of the existing SNQPs allow the user to explicitly specify
an optimization goal as such, and support for constraints is
restricted. As a result, awareness of QoS expectations speci-
fiable by expressive combinations of optimization goals and
constraints is a limitation of the state-of-the-art in SNQP
research. As such, we argue that existing SNQPs fail to pro-
duce cost-effective QEPs across a broad range of WSN appli-
cations and use-cases therein.

A distinct but related area of work to that covered in
this paper is that of multi-objective query optimization, in
which the QoS expectations comprise more than one vari-
able to be optimized. In this context, Papadimitriou and
Yannakakis [35] use a Pareto curve approximation that trades
off monetary cost and response time to propose alternative
QEPs to the user. Balke and Güntzer [8] propose a tech-
nique for answering skyline queries. Their approach involves
devising scoring functions to give objects a value in terms
of a particular variable. These functions are combined into
a single, scalar utility function. Ordered indices for each
variable enable as few database objects as possible to be
scanned, while retrieving the non-dominated objects in the
Pareto optimal set. Thiele et al. [44] consider the problem of
optimizing for both response time and data quality in the con-
text of a data warehouse, by developing an optimal schedule
for queries and updates. We note that the problem of multi-
objective optimization is different to that addressed in this
paper, viz., single-objective-constrained query optimization,
in which a single variable is optimized subject to upper or
lower bounds on one or more variables. They are similar;
however, in that trade-offs are encountered when conflicting
expectations need to be reconciled.

3 The SNEE query compilation stack

In [17], we presented the SNEE query compilation stack, a
functional decomposition of decision-making steps that com-
pile and optimize a declarative SNEEql query into an imper-
ative, executable QEP. In particular, we presented detailed

algorithms for the novel steps in the query compilation stack.
Recall that, here, for the purpose of contrast, we refer to
SNEE as FG-SNEE, thereby emphasizing that SNEE ,
broadly speaking, optimizes for a fixed QoS expectation,
viz., min ε̄ (that is it aims to minimize average energy con-
sumption). In this section, we introduce a running example
comprising a WSN with applications and use-cases that it
might support and some motivating SNEEql queries and
QoS expectations. We then briefly review the FG-SNEE
query compilation stack and exemplify its outputs for one
of the motivating queries.

Running example The running examples used in this paper
are based on the deployment in a forest of the hypothetical
WSN in Fig. 1. We assume that this deployment could be
used, alternately, for two applications, viz., forest fire pre-
diction/detection, for which firefighters would be the main
stakeholders, and environmental monitoring, for which sci-
entists would. Nodes are assumed to be located evenly on a
grid (viz., 20 m apart from each other), although our contri-
butions do not depend on this assumption. The connectivity
graph (where an edge between two nodes denotes that each
node can communicate with the other) is not made explicit
in Fig. 1 but is implied by the assumption that nodes have a
radio range of 60 m. We refer to the gateway node, to which
query results are to be delivered, as the sink. We assume that
the WSN provides sources for two data streams denoted by
tree and wind and defined by the logical schema in Fig. 2.
For example, the wind stream contains the sensed attributes
speed and direction. In addition, the id attribute is an
identifier, unique to each site, and ts is a timestamp tagged
to each sensor reading. In Fig. 1, nodes that are sources for the

Fig. 1 An example WSN
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Fig. 2 Example SNEEql schema definition

tree and wind streams are marked T and W, respectively.
We note that each node may be a source for none, one or more
than one stream (for example node 2 is not a source, nodes
3 and 4 are sources for the tree and wind streams, resp.).
Furthermore, all nodes are assumed to have computational
resources that allow them to participate in QEP execution.
Finally, some nodes may do so as relay nodes only, that is,
nodes whose sole purpose is to receive data and forward it to
another node without manipulating it in any way.

Metadata collection Metadata collection is done prior to
query compilation while computing the network connectivity
graph. The full cycle is, thus, that metadata are collected once
and the same query (or varied ones) can be compiled many
times, possibly using different QoS expectations, on the basis
of the same metadata. There is no attempt at multi-query
optimization (among other difficulties, program memory is
so scarce in mote-level WSN as to make this extremely diffi-
cult other than by relinquishing query language expressive-
ness): each QEP evaluates a single query. There is also no
attempt at runtime monitoring of QEP performance or oper-
ating conditions, so the QEP execution is not adaptive (again,
scarcity of program memory severely limits how much intel-
ligence can be coded for in-WSN execution). If and when
the physical fabric changes, its prior description is invali-
dated and the metadata must be collected again. There are
many message-passing algorithms that can efficiently com-
pute connectivity, using, for example, flooding. None of our
contributions depend on which algorithm is used for this
purpose.

Example queries Figure 3 presents example queries in
SNEEql. SNEEql is a query language for WSNs inspired
by expressive classical stream query languages such as
CQL [5].1 Q1 returns the current wind speed and direction
from the wind stream at each node that is a source for it; Q2
returns the current average wind speed; Q3 returns the aver-
age wind speed over the last hour; Q4 returns a fire-risk index
based on the fact that certain climatic conditions (for exam-
ple, higher temperature and wind speed, and lower humidity)
lead to increased risk of fire and destructive potential of a fire.
This is computed [39] as D = U

10−0.25(T −H)
, where U is the

wind speed (in km/h), T is the temperature (in ◦C) and H is

1 Due to space limitations, we must refer the reader to our previous
papers [11,12,17] for more details on SNEEql.

Fig. 3 Example continuous queries in SNEEql

the relative humidity (as a percentage). In Q4, the first step is
to compute average values for wind speed, temperature and
relative humidity, prior to performing the calculation of the
fire-risk index for the area covered by the WSN. SNEEql
is expressive relative to the query languages used by other
existing SNQPs: it supports selection, extended projection,
window-based aggregation and joins as well as subqueries.

Example QoS expectations The QoS expectations of con-
cern to both classes of users in our example can be expected
to vary significantly. Firefighters would mostly be concerned
with receiving results quickly so that appropriate action may
be taken in an emergency. Network lifetime is, in such cir-
cumstances, a lesser concern. In contrast, environmental sci-
entists are typically more interested in offline analyses of
time-series data and are less likely to have a stringent dead-
line for receiving results. Their main concern would be with
obtaining as much data as possible in the most cost-effective
manner (that is without needing to visit the deployment and
replace batteries). Also, environmental scientists may be sat-
isfied with a tuple being generated at longer (for example,
15 min) intervals, whereas firefighters may want to collect
data at a higher temporal granularity if the risk of sudden
and fast-spreading fires is high.

Figure 4 presents some example QoS expectations of the
form 〈optgoal, {constraint1, . . .}〉. These are chosen

Fig. 4 Example QoS expectations
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to illustrate some of the contrasts involved. Thus, intuitively,
QoS 1 implies that the user places the highest value on the
most recent data, frequently acquired, to the detriment per-
haps, of longer network lifetime. In contrast, QoS 2 implies
that the highest value lies in the longest network lifetime, and
for that, data need not be acquired very frequently. Here, a
lifetime of more than 20 months is paramount. On the other
hand, the system is left free to decide whether the data is
delivered at once or not. Finally, QoS 3 differs from QoS 2
in that the user leaves it to the system to set the frequency of
data acquisition but is concerned that it is delivered at once, as
opposed to possibly being held inside the network for longer
periods. Thus, QoS 1 is likely to lead to very energy-intensive
QEPs that may only be consonant with the expectations of
firefighters in emergency response scenarios. QoS 2 is likely
to lead to less energy-intensive QEPs that may be consonant
with the expectations of scientists looking to maximize net-
work lifetime even if the data takes longer to be delivered.
The QEP may thus instruct sensors both to collect data rela-
tively infrequently and to hold on to it, rather than transmit
it as soon as it is acquired. This may be acceptable by fire-
fighters in the context of Q4, where only the risk of a fire
is being monitored, as opposed to a currently evolving fire.
Note that the constraints provided could prove difficult to
satisfy, because the requirement to hold on to the data may
lead to a large amount of storage being used. Thus, acquir-
ing data with a specific frequency and holding on to it for a
specific period of time may not be satisfiable if the frequency
is too high and/or the period for which the data is held on
to is too long, as the available physical storage may prove
insufficient. Finally, QoS 3 illustrates a case in which there
is a clear conflict between the feasibility condition and the
optimization goal provided. The use-case here might be of
scientists that have an upper bound on how long they (or their
systems) can wait for the data. As constraints are a stricter
QoS expectation than an optimization goal, the selected QEP
must have the longest expected lifetime and a delivery time
of at most 20 s.

Figure 5 depicts the FG-SNEE query compilation stack.
Its inputs are a query (such as one of those in Fig. 3), QoS
expectations (such as one of those in Fig. 4) and metadata
that map the logical view of the data (such as in Fig. 2) onto
a concrete WSN deployment (such as in Fig. 1). The out-
put is a collection of source files for a concrete WSN soft-
ware environment. The query compilation stack comprises
three phases, consisting of one or more steps, each of which
often enacts one or more optimization decisions. The first
two phases embody the two-phase approach to classical dis-
tributed query processing, viz., a single-site phase (compris-
ing Steps 1–3, in grey boxes) compiles/optimizes the query
as if for centralized execution, and a multi-site phase (com-
prising Steps 4–6, in white, solid boxes) then handles the
decisions stemming from the distributed nature of the execu-
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Fig. 5 The FG-SNEE query compilation stack

tion platform. The third phase is code generation. It provides
independence from concrete WSN software environment lay-
ered over the network/computing fabric. It comprises one
single step, Step 7 (in the white, dashed box) and emits a
set of compiler-specific source-code components that, when
compiled, become a collection of binary images that are sent
to the nodes for execution.2 When these binaries run, the
observable behaviour is of the optimized QEP chosen by
FG-SNEE.

The steps in the single-site phase are familiar from classi-
cal query optimizers, using well-established techniques [18].
Step 1 checks the syntactic validity and static semantics of the
query and emits an abstract-syntax tree (AST) to represent
it, Step 2 translates the AST into a logical-algebraic form
(LAF), in which operators have been reordered to reduce the
size of intermediate results, and Step 3 translates the LAF
into a physical-algebraic form (PAF), that makes explicit the
algorithms used to implement the logical operators. A PAF,

2 In our work, we have built the code generator to emit source code
in the nesC [19] language for use in WSNs that support TinyOS [2].
However, our contributions do not depend on this choice: replacing the
code generator would allow the same benefits to be reaped for another
language/OS pair.

123



QoS-aware optimization of sensor network queries 501

therefore, is a tree of physical operators that denotes a QEP
for centralized execution. An example PAF resulting from
the compilation of Q2 is shown in Fig. 6a. The DELIVER
operator is the root of a QEP, SP_ACQUIRE is an oper-
ator that combines sensing, selection and projection, and
AGGR_INIT, AGGR_MERGE, AGGR_EVAL are distinct
operators that, together, perform aggregations in three stages,
as this is energy-efficient [32].3 In [12], we have described
in detail how analytical cost-estimation models (CEMs) esti-
mate the space, time and energy costs are derived directly
from the algorithmic structure of SNEEql operators. Fur-
thermore, [12] demonstrates, empirically, that the derived
CEMS are accurate (using the Avrora [45] cycle-level emu-
lator of Mica2 motes). Throughout, we use the CEMs in [12]
and denote by Memory(t), Time(t) and Energy(t) the memory,
time and energy costs, respectively, of a given task t, where
t is, typically, a QEP (or one of its parts, for example, a
subplan, or an operator). The CEMs allow cost-based deci-
sions to be made, for example, ranking candidate QEPs with
respect to the QoS expectations, taking into account the QEP
(which, we note, involves consideration of the particular cir-
cumstances of the execution, for example, what RT is being
used, etc.). It will be seen that this is of paramount impor-
tance for enabling QoS-awareness, since estimations of the
QoS indicators described earlier are largely derived from the
time and energy CEMs.

The steps in the multi-site phase make decisions pertaining
to the distribution of the PAF. Step 4 generates a routing tree
(RT) that specifies how tuples are routed, thereby determining
the sites that participate in the QEP execution. Figure 6b
depicts the RT for Q2, which is derived from the network
connectivity graph and includes the source nodes required (in
this case, the nodes in the wind extent), the gateway node
and nodes needed to bridge communications. The arrows
between RT nodes in Fig. 6b indicate the flow of tuples.
Greyed out nodes do not participate in the QEP execution.
In FG-SNEE, the RT is an approximation of a Steiner tree
(see [17]).

Step 5, which we call where-scheduling, breaks up
the PAF into QEP fragments and assigns them to nodes
in the RT, resulting in the distributed algebraic form (DAF) of
the QEP. Figure 6c depicts the DAF for Q2. A DAF typically
requires the use of EXCHANGE operators [21]. Their place-
ment characterizes QEP fragments, insofar as they connect
the latter, possibly across execution sites in the RT. Figure 6c
depicts fragments with dashed, rounded rectangles, with the
set of sites that each fragment is allocated to being indicated
by an identifier below the bottom-right corner, followed by
(in brackets) the list of sites it is assigned to. The algorithm
employed by FG-SNEE essentially breaks up the PAF along

3 We refer the reader to [17] for details on the algebra into which
SNEEql is compiled.

(a) (b)

(c)

(d)

Fig. 6 FG-SNEE QEP for Q2 with α = 15 min

edges where communication is likely to be desirable thus
partitioning the operator tree and assigns data-reducing frag-
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ments as close to the leaves of the RT as possible in order to
reduce the energy spent on radio communications.

Step 6, which we call when-scheduling, sets the time for
the sensing, computation and communication activities asso-
ciated with the DAF, resulting in what we refer to as an
agenda. An agenda can be visualized as a matrix where rows
denote points in the query evaluation cycle, columns (other
than the leftmost) denote execution sites and the content of
each cell defines the task scheduled for that site at that time.
The leftmost column denotes the start time for the activities
in each row, relative to the start time (that is zero) of every
agenda cycle. We use the term epoch to denote the period
triggered by an acquisition event. An example agenda for Q2
is shown in Fig. 6d. Due to space limitations, not all the rows
are always shown when we depict an agenda. When rows
are omitted, this is indicated by ellipses. Fragment instances
are identified as in the corresponding DAF. The task Fnm

in cell (i, j) denotes the execution at time i of the instance
Fn assigned to site j at epoch m. The tasks tx in cell (i, j)
and rx in cell (i, j ′) together denote that the site j transmits
data to the site j ′ at time i . In Fig. 6d, the agenda execution
comprises 17 epochs of 15 min duration each. In the first 16
epochs, instances of fragment F2 are executed in parallel,
intermediate results are buffered, then the nodes go into a
low-power sleep state until the next epoch. In the final epoch
of the cycle, the fragment instances are executed once more,
then a burst of communication and processing takes place
in which fragments F1 and F0 also get to execute when
their inputs are available. SNQPs being continuous query
processors, the agenda then repeats from the start. We refer
to the number of epochs for which data is buffered as the
buffering factor β. The FG-SNEE when-scheduling algo-
rithm aims to maximize β in order to reduce the frequency at
which the radio needs to be switched on. In doing so, it takes
into account the available memory and the stated acquisition
interval and upper bound on delivery time.

The next section describes how, using FG-SNEE as our
starting point, we have created a QoS-aware SNQP. We note
that as with FG-SNEE, all the optimization techniques are
applied at compile time, that is, QoSA-SNEE is not an adap-
tive query processor in the strict sense. Furthermore, as is
the case with all stream query processors, because a QEP
executes periodically for a time as long as the lifetime of the
deployment, the time overhead of optimizing a query is amor-
tized over the many executions of the QEP. In other words,
WSN queries are of a compile-once, execute-many type.

4 QoSA-SNEE: a QoS-aware query compilation stack
for WSNs

In this section, we present QoSA-SNEE, whose defining
characteristic is that, in contrast to FG-SNEE, the algo-

rithms used in the multi-site phase (that is routing, where-
scheduling and when-scheduling) take into account diverse
user-specified QoS expectations when choosing between
alternative courses of action. Throughout, our approach is
underpinned by the use of utility functions, that is, functions
that assign to the predicted outcome of alternative courses of
action a value that reflects the desirability of that outcome in
terms of the stated QoS expectations. This approach enables
the query optimizer to assess the search space of candidate
QEPs with respect to the stated QoS expectations. Generally
speaking, such utility functions reflect the analytical CEMs,
the relevant metadata and properties of the computational
object under consideration. For example, the intuition behind
deriving a utility function with respect to lifetime suggests
that, given a candidate assignment of query processing load
to each site, one needs to use the energy CEM to estimate
the energy consumption of the resulting agenda evaluation
step and, given this estimate and metadata about the energy
stock, one can estimate how long the QEP would run for.
The utility functions corresponding to each step in the query
compilation stack are based on the concrete decisions that
have been made up until that point in the query optimiza-
tion process. For example, at the routing step, the sites that
will participate in QEP evaluation have been decided, but
fragment-to-site assignments and per-site execution timing
have not. Therefore, the utility functions at the routing step
do not make use of precise estimates about the size of inter-
mediate results, the frequency of sensing or the degree of
buffering.

In common with most mainstream database systems (and
most query processing research going back to the semi-
nal System R paper [6]), QoSA-SNEE employs a directed,
linear query compilation stack that pipelines decisions and
essentially embodies a dynamic programming approach. As
such, the quality of intermediate and final outcomes is diffi-
cult to judge independently as to their distance from global
optima. Thus, our approach to judging the quality of any
and all of the intermediate decisions is whether, as a whole,
our QoS-aware query compilation stack significantly outper-
forms a fixed-goal query compilation stack, thereby staking
a claim to be better suited to a wider class of environmen-
tal sensor networks than existing SNQPs. This is what our
experimental section sets out to explore. In order to miti-
gate the risk of sub-optimal decisions being made at earlier
steps in the optimization process (that is by higher-up compo-
nents in the vertical construal of the query compilation stack),
intermediate steps in QoSA-SNEE can generate alternative
candidates, with a view to injecting diversity into the popu-
lation and discarding those that are deemed less useful. The
k1 and k2 parameters in the routing step, used to increase
or decrease the search space of routing trees, can be set to
ensure that QoSA-SNEE employs a more cautious pruning
policy in order to avoid eliminating potentially near-optimal
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QEPs too early on. In the evaluation, we present an empir-
ical exploration of representative examples that conform
to well-defined contrasting, practical use-cases. It shows
that QoS-awareness is desirable, possible and has practical
relevance.

4.1 Routing

Routing decisions are likely to impact on QoS expectations
for several reasons. Firstly, the topology of the chosen RT
determines the number of communication hops from the
source nodes to the gateway. Given that energy consumption
increases by the square of the transmission distance [36],
communication hops that span a shorter distance require the
radio to transmit at a lower power, thereby being parsimo-
nious with respect to energy. However, having an increased
number of hops will increase the delivery time, albeit by mil-
liseconds, in most cases. Also, routing decisions may give
rise to hotspots, that is, sites with a substantially higher over-
all workload than others and, therefore, more likely to be
depleted of energy faster than others. They can also be com-
munication bottlenecks, slowing down delivery.

In FG-SNEE, the routing step weights edges by the
required energy when computing a Steiner tree over the con-
nectivity graph. In TinyDB, the routing tree is built by the
process of query dissemination and is based on link quality.
In contrast, QoSA-SNEE routing does not necessarily select
a parent in the RT with the best, and may even opt to pick one
with lesser, link quality, for example, in order to distribute
the load across the WSN more evenly. Figures 7 and 8 show
the routing algorithm.

Fig. 7 The QoSA-SNEE Routing algorithm

Fig. 8 QoSA-SNEE Routing and W here-Scheduling QoS-specific
scoring functions

The algorithm initializes (in l. 2) the Steiner nodes (that
is those that must be present in the minimum spanning tree),
then loops (see l. 3) generating candidate RTs and ensur-
ing that the candidate set RQ comprises at least k1 candi-
dates. Inside this loop, an inner loop (see l. 5) generates RTs
according to each heuristic h in the set H made available by
a DBA-like stakeholder (see l. 6). Each such RT is scored (in
l. 7). Once k1 candidates have been generated, the k2 best are
returned.

Thus, the approach taken in QoSA-SNEE involves gen-
erating a collection of k1 candidate RTs, scoring the latter
using a QoS-specific function, and discarding those candi-
dates that score poorly (that is that are expected to perform
poorly with respect to the relevant QoS expectation). This
results in k2 ≤ k1 trees that constitute the input to the where-
scheduling step.

The main challenges in RT selection are:

1. Generating a collection of candidate RTs that exhibits an
appropriate degree of diversity in terms of the character-
istics of its members (as it would be profligate to generate
too many RTs that are predicted to lead to a very similar
degree of fulfilment of the relevant QoS expectations);
and

2. Devising QoS-specific scoring functions in order to rank
the generated RTs and hence inform the decision as to
which subset one should carry forward to subsequent
steps (thereby enforcing a bound on the search space of
QEPs).

The approach adopted to address these challenges is
described in the next two subsections.
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4.1.1 Generating RTs

In order to generate a collection of diverse RTs, we adapted
the heuristic-based algorithm (in [25]) used in FG-SNEE for
computing approximations of a Steiner tree. That algorithm
works by firstly setting the gateway site (which acts as the
root node) as a Steiner node. Then, the algorithm adds the
remaining Steiner nodes to the tree being built one by one
after finding the shortest path between the new node and
some node already in the tree, and adding to the tree all the
nodes in the computed path. The algorithm stops once all
Steiner nodes appear in the tree. The result is a RT that is an
approximate Steiner tree for 〈N, PQ 〉.

We added several extensibility points to this basic algo-
rithm so that heuristics can be passed as parameters that
influence the decision-making. We refer to this extended
algorithm as Meta-Steiner -T ree. The extensibility points
and example heuristics we have used are listed in Table 2.
The Φ and χ heuristics directly affect the order that nodes
and edges are added to the graph. The Ψ and Ω heuristics
indirectly affect the order that nodes and edges are added
to the graph insofar as they influence the cost estimate of
paths. The �-heuristic determines the metric to be used for
the computation of the cost of paths in the graph. This may
be latency, energy, a randomly selected metric, or a
mixed graph with a randomly selected metric for each edge
in the tree. The use of latency induces the generation
of RTs that score better w.r.t. time-related QoS expectations
(that is acquisition interval or delivery time), whereas the use
of energy induces the generation of RTs that score better
w.r.t. lifetime or total energy. The possibility of using a mixed
graph, or selecting the graph randomly at each iteration, is
intended to increase the diversity of trees obtained, thereby
reducing the risk of generating locally optimal but globally
suboptimal candidates. The Ω-heuristic penalizes edges that
reuse nodes by increasing the weights exponentially accord-
ing to the number of upstream sources. This is intended to
discourage hotspots in the RT and is therefore expected to

Table 2 Heuristics for routing tree generation

Symbol Extensibility point Heuristic

� Selection of first
node to add to tree

{gateway, any node
at random}

χ Selection of next
node to add to tree

{node closest to
the gateway, node
closest to any
already in the
tree, any node at
random}

� Network graph
to use

{energy, latency,
random, mixed}

 Penalize use of
nodes already in
tree

{yes, no}

promote the generation of RTs that result in QEP with longer
lifetimes.

4.1.2 Scoring RTs

The scoring function employed to rank the RTs depends
on the optimization goal in the QoS expectations specified
by the user. Scoring functions traverse the RT in a post-order
fashion. During the traversal, the algorithm computes a score
using the OutputCardinality property of each site, which gives
an indication of the amount of data that a site in the RT will
transmit to its parent, and metadata on the network N (more
specifically, the time and energy weightings associated with
edges in the connectivity graph N). A lower score indicates
that a RT is more likely to positively impact the QEP with
respect to the QoS optimization goal.

We present the scoring functions for each optimization
goal in Fig. 8, viz., minimizing the acquisition interval α,
minimizing the delivery time δ, minimizing the total energy
consumption ε and maxmizing the lifetime λ. The first two
share the same scoring function. The scoring functions for
a given candidate RT all have similar algorithmic structure,
viz., firstly the score is initialized (see l. 1) with the contribu-
tion of the root node of the candidate RT. Then, a recursive
traversal (see ll. 2– 3) founded on an iteration of the current
node’s children, the children of the latter and so on, will add
up the contributions of every node in the candidate RT. The
accumulated value is returned (in l. 4). The main difference
between scoring functions lies in what the contribution of a
node is a function of, as follows. We postulate that, in general,
an RT contributes to the optimization goal of minimizing the
acquisition interval α if it maximizes throughput by not hav-
ing hotspot nodes where congestion is likely to occur. The
ScoreMin α function therefore returns the expected number
of messages sent along the RT. As for minimizing the acqui-
sition interval, the minimization of the delivery time δ is also
fostered by fewer, longer hops in the RT. Relay nodes are
avoided, as they delay the arrival of data at the sink.

The scoring function for total energy ε adds up the energy
used by RT nodes for the purposes of receiving and transmit-
ting data. It does so by considering the edge energy weighting
together with the OutputCardinality for the site, that is the esti-
mated amount of data that a node sends towards the root. The
Get-Site-Energy-Consumption uses the energy CEMs to
calculate the relative energy consumption for a given site. We
postulate that, in general, a RT contributes to the optimization
goal of maximizing the lifetimeλ if it does not have nodes that
are bottlenecks and if its nodes consume energy evenly. The
lifetime function therefore computes the radio energy con-
sumption of each node, and given the energy supply available
at each node, returns the lifetime of the first node to die. It
therefore strongly penalizes hotspots and favours RTs with
more edges (that is shorter, lower-power radio hops).
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Fig. 9 RTs obtained for the
example queries

4.1.3 Example RTs

RTs for the example queries are depicted in Fig. 9. To the
right of each RT, a single column table lists the nodes in
the RT in order of lifetime estimates. Cells are marked by
horizontal lines. Nodes that appear in the same cell have the
same lifetime. Note that the sink node does not appear in the
lifetime ranking table as it is assumed to be tethered.

Figure 9a shows the RT for Q1, Q2 and Q3 compiled for
themax λ optimization goal. The RT is the same for all three
queries because they all have the same sites as sources. It can
be seen that node 11 has the shortest lifetime. This is because
it sends tuples for a longer distance than any other node in
the QEP, and therefore needs to use a higher transmission
power setting. Although node 11 could have sent its tuples
via node 6 in order to use a lower transmission power, this
would result in node 6 becoming a hotspot as it would be
receiving tuples from two nodes and sending twice as many
tuples as any other node.

The RT in Fig. 9a results, therefore, from an attempt to (1)
minimize the maximum amount of data received and trans-
mitted by any node in it and (2) give preference to paths made
up of a greater number of short-distance transmissions, rather
than fewer long-distance ones. Relay nodes are used as much
as possible to achieve (1) and (2). The same analysis applies
to the RT in Fig. 9c, although there is less scope for improving
network lifetime through the use of relay nodes that create

shorter hops. In this case, longer hops are not eliminated
because of the more imperative need to keep node degrees
low. The RT in Fig. 9b is obtained by compiling Q1–Q3 with
an optimization goal ∈ {min α, min δ, min ε }. Since
maximizing lifetime is not an optimization goal, this RT is
characterized by having fewer, longer hops than the others.
There is also no concern about avoiding hotspots in the tree
topology, and two of the nodes transmit more tuples than their
children do. Having fewer, longer hops enables data to reach
the source node in less time, that is, results in a shorter deliv-
ery time. It also allows a shorter acquisition interval, as the
RT allows a higher throughput of data from the sources to the
sink. For the min ε optimization goal, this RT is preferred
because it has the lowest number of sites participating in the
QEP. In the case of Q4 when compiling for min ε, a differ-
ent RT to the one in Fig. 9d is obtained, but the characteristics
are very similar, so we refrain from showing it.

In summary, it can be seen from Fig. 9 how, in QoSA-
SNEE, the decision of which RT to use for a given query
is sensitive to the optimization goal. As a result, the top two
(and the bottom two) RTs in the figure have very different
performance characteristics in spite of being designed for
the same queries, pairwise. This means that QoSA-SNEE is
well placed to respond intelligently to different QoS expec-
tations (corresponding to different real-life circumstances)
placed upon the same data retrieval needs, as declaratively
captured in a single query.
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4.2 Where-scheduling

The decisions made during the where-scheduling step have
consequences on the amount of data that is transmitted along
the edges of the RT and is, therefore, an important con-
cern both for time- and energy-related QoS expectations. For
example, placing an operator that potentially transmits fewer
bytes than it receives as close as possible to the leaves of
the RT is likely to reduce the amount of radio traffic dur-
ing the execution of the QEP, thereby reducing both energy
consumption and delivery time. Where-scheduling decisions
may also cause sites to be overloaded (for example, if too
much work is assigned to a single site), suggesting that they
play an important role in avoiding hotspots. With regard to
related work, we are not aware of any research that directly
considers QoS expectations when making where-scheduling
decisions.

The overall algorithm for this step is presented in Fig. 10.
Recall that construing a WSN as a database, that is, with sens-
ing nodes being seen as sources for logical extents, inherently
characterizes a distributed database where logical extents
are horizontally fragmented per participating source site. We
therefore refer to operator instances when we wish to empha-
size the fact that the mapping of an algebraic plan onto an
RT needs to distribute a single logical operator to multiple
execution/sensing sites. In the where-scheduling step, our
approach is, for each RT derived in the previous step in the
query compilation stack, to cast the problem of assigning PAF
operator instances to RT sites as a constrained optimization
problem. As this is a problem over a categorical domain,
we use an appropriate general-purpose, black-box optimizer,
called NOMADm [3,27], to traverse the search space of poten-

Fig. 10 The QoSA-SNEE W here-Scheduling algorithm

tial DAFs and find valid solutions to the assignment problem
that are as close as possible to the global optimum. This
involves optimizing an objective function that depends on
the optimization goal θ specified in the QoS expectations.
We use the corresponding RT scoring function in Fig. 8 as
the objective function here, but, at this step, we have more
accurate estimations for the OutputCardinality property, as the
amount of data that will be transmitted between sites can be
better predicted once site assignments have been proposed.

The key challenges that need to be considered are:

– Defining a search space of candidate DAFs, which
involves defining a tree of operator instances (which we
refer to as a partial DAF) and the associated constraints.

– Traversing the search space of candidate DAFs, which
involves finding an assignment a of nodes in the partial
DAF to sites in the RT with the best value in terms of the
QoS-related objective function.

We address these in the next two subsections.

4.2.1 Defining the DAF search space

We mean by an operator instance tree a tree structure that
characterizes the communication edges along which data
is to flow given the horizontal fragmentation of the logical
extents referred to in algebraic forms. We generate an oper-
ator instance tree with maximum redundancy, that is, with
the maximum number of operator instances possible. This is
to enable the optimizer to have more opportunities regarding
options for assigning individual operator instances to sites in
the RT.4

The algorithm, given in Fig. 11, performs a post-order
traversal of the PAF, creating the operator instance tree in
a bottom-up fashion. For a given operator op, the number
of operator instances, and how they are connected to the
instances of the child, depend on the properties associated
with op, that is, whether they are location sensitive, attribute
sensitive, iterative or have none of these properties. Location-
sensitive operators are those that are required to execute at
specific sites, for example, DELIVER or ACQUIRE. The
metadata specifies the sites at which copies of the operator
need to execute, and one instance is created for each site
specified in the metadata (see ll. 3–6). Attribute-sensitive
operators are those that may require their input data to be par-
titioned in a specific way if they have more than one instance,
for example, AGGR_EVAL and some types of JOIN. To
avoid concerns about redistributing tuples, a single opera-
tor instance opI nst is created (see l. 8). The outgoing edges

4 Note that, once operator instances have been assigned to sites by
NOMADm, those that are co-located are merged into a single operator
instance.
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Fig. 11 The QoSA-SNEE Generate-Partial-D AF algorithm

from all child operator instances are connected to opI nst so
that the data flows converge to it (see l. 9). Iterative operators
are those who may have instances whose children are other
instances of the same operator, rather than the child operator
as is usually the case. The only such operator in the SNEEql
physical algebra is AGGR_MERGE, and this case is han-
dled in ll. 10–16. An instance is created for every site where
there is potentially confluence of tuples from instances of the
child operator and other instances of the current operator. The
Δ operator (in l.3) returns the operator instances for which
there is potential confluence at a site. For all other operators
(for example AGGR_INIT), an instance is created for, and
directly connected to, every instance of the child operator
(see ll. 17–20).

Figure 12 presents the partial DAF resulting from the PAF
in Fig. 6a and the min δ RT. In the first iteration of the
algorithm, four instances of the ACQUIRE operator (one for
each source site for the wind extent) are created. In the next
iteration, four instances of
AGGR_INIT are also created, as potentially, one instance
may be co-located with each ACQUIRE instance. (However,
it may be found, later on, that fewer instances are required.)
In the third iteration, two instances of AGGR_MERGE are
created, as there is potential for confluence of tuples from
sites 22 and 10 at site 10, and sites 24 and 4 at site 12, from
upstream operators. Finally, only one instance is created of
AGGR_EVAL (which is attribute sensitive and requires all
the tuples to converge to a single location) and DELIVER (as

Fig. 12 Partial DAF for Q2 using the min δ RT

specified in the metadata). For location-sensitive operators,
the site assignments are already determined and shown in
Fig. 12 using site-labelled, dotted-line boxes.

4.2.2 Traversing the DAF search space

TheNOMADm optimizer5 is used to search for a DAF. It starts
from a feasible initial point in the search space.

At each iteration of the search, it generates a collection
N of neighbouring points in the search space and checks
their feasibility using a QoS-dependent scoring function.
NOMADm selects a subset n ∈ N with the best value of
the objective function. The search continues until no neigh-
bours can be found that, when scored, give a better value for
the objective function or a maximum number of iterations is
reached.

The function that is used to check whether an assignment
is feasible ensures that the following constraints hold: (C1)
that every location-sensitive operator instance is assigned to
its designated site; (C2) that the memory cost of the operator
instances assigned to a site does not exceed the available
memory at that site and (C3) that the assignment creates no
cycle in the data flow. In order to start with a feasible initial
point, all non-location-sensitive operator instances are co-
located with the DELIVER operator at the gateway (which
is assumed, by definition, to satisfy (C2) above).

A neighbouring point in the search space is generated by
selecting a non-location-sensitive operator instance at ran-

5 NOMADm implements the class of Mesh-Adaptive Direct Search
(MADS) algorithms for solving derivative-free nonlinear optimization
problems with expensive functions and allowing for categorical con-
straints. MADS searches in a set of directions that becomes dense in
the limit. It thus achieves superior convergence properties. Our use of
MADS, however, is not motivated so much by its effectiveness and
efficiency. Instead, its attractiveness stems from the fact that the char-
acteristics of the optimization problems that the compiler generates, that
is, derivative-free and involving categorical constraints, are handled by
MADS with good theoretical guarantees (for which, we refer the reader
to [7]).
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dom and moving it up or down in the RT. This indirectly
causes adjoining operators to move as well, in order to avoid
violating constraint C3. At each iteration, several such neigh-
bouring points are generated and scored (using the functions
in Fig. 8).

4.2.3 Example DAFs

The DAF chosen by the QoSA-SNEE where-scheduling
algorithm in the case of Q3 with optGoal =min δ is shown
in Fig. 13. It can be seen that the instances of AGGR_INIT
(which, by appending an additional attribute, makes the out-
put tuple larger than the input tuple) and AGGR_MERGE
(which collapses several input tuples into a single output
one) are co-located, consequently reducing the amount of
data transmitted over the radio. Both these factors lead to an
(albeit slight) decrease in the delivery time. The DAF shown
for the max λ optimization goal is not shown here for space
reasons. However, while it differs significantly as a result of
having a different underlying RT, the concern of reducing
the size of data transmitted over the radio is also apparent.
Indeed, trials revealed that, when the underlying RT is kept
constant, the same DAF resulted for all the different QoS-
dependent functions. This confirms that reducing radio traf-
fic is beneficial for both time and energy related QoS (as
one would expect), and furthermore, that the decisions made
in the where-scheduling step are not very sensitive to QoS
expectations. In contrast, it is to be expected that timing deci-
sions have a significant impact on meeting QoS expectations
since WSN energy is severely limited. We discuss these deci-
sions in the next subsection.

Fig. 13 Where-scheduling selected candidate for Q2 optimized for
min δ

4.3 When-scheduling

Certain applications require that data are acquired at a high
frequency or that results are delivered without delay: both
are examples of requirements that would lead QoSA-SNEE
to generate energy-intensive QEPs. In other cases, the para-
mount concern is to collect data for as long as possible with-
out intervention and network lifetime becomes paramount.
In such cases, QoSA-SNEE would generate QEPs in which
acquisition and radio activity take place as infrequently as
possible, so as to reduce the rate of energy depletion.

With respect to the QoS-awareness exhibited by when-
scheduling decisions in related work, recall that FG-SNEE
uses a fixed α and, by default, assumes that the buffering
factor β should be maximized. An upper bound on deliv-
ery time may, optionally, be specified, in which case β is
reduced to create an agenda that satisfies the delivery time.
By default, TinyDB [32] does not use buffering, that is, it
transmits tuples from the source site to the gateway in the
same epoch as they are acquired and is therefore unable
to trade-off delivery time against lifetime or total energy
like FG-SNEE does. This predetermined behaviour effec-
tively means that β = 1 for TinyDB queries, meaning that
its performance in terms of energy-related QoS is likely to
be worse than FG-SNEE (see [16] for some experimental
evidence). Although TinyDB allows a desired lifetime to be
specified for a query, this results in the acquisition inter-
val being adjusted at query evaluation time (subject to an
upper bound that may be optionally specified by the user) to
attempt to meet that lifetime. This decision is made in light
of the energy stock remaining on a node, and an energy con-
sumption CEM is used to predict the energy consumption of
the query. In SNQL [10], buffering between epochs is possi-
ble, but the user needs to specify a send time parameter
explicitly, rather than simply declaring a delivery time con-
straint. The estimated energy consumption is monitored as
the query is evaluated, which could lead to the initial delivery
time increasing in an unbounded manner. Therefore, while a
lower bound for δ may be specified in SNQL, it is not possible
to specify an upper bound, when, arguably, the latter would
be more useful and more challenging (given that preserving
energy and decreasing delivery time are conflicting goals,
whereas preserving energy and increasing delivery time are
not). The acquisition interval is adjusted by the optimizer if
there is a shortage of memory, but (unlike QoSA-SNEE)
not in order to reduce energy consumption. To summarize,
none of the related work described supports the breadth of
QoS expectations supported by QoSA-SNEE in its when-
scheduling decisions.

The approach taken in the QoSA-SNEE when-scheduling
step is to determine suitable values (in respect of the QoS
expectations) for the acquisition interval α and the buffering
factor β. Subsequently, these values are passed as parameters
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to the agenda construction algorithm (which is the same as
used in FG-SNEE and is described in [17]). In order to
determine suitable α and β, the when-scheduling problem
is modelled as the problem of optimizing a QoS-dependent
objective function constrained on these two variables. In
the QoSA-SNEE case, this when-scheduling problem is
expressible as a geometric program [9] and is therefore del-
egated to a solver for problems of this form. Specifically, to
return appropriate values for α and β, we use CVX, a pack-
age for specifying and solving convex programs [22]. The
next subsection describes the central challenge in QoSA-
SNEE when-scheduling, viz., that of modelling the when-
scheduling constrained optimization problem effectively.

4.3.1 Modelling the when-scheduling problem

In order to model, given a query and the associated QoS
expectations, the constrained optimization problem to be
solved, we need to derive from the DAF the following set
of mathematical expressions for each of the QoS variables
in terms of α, β and the time and energy CEMs: (1) an
expression that captures the stated optimization goal (which
corresponds to the objective function); (2) expressions that
capture the feasibility constraints specified in the stated QoS
expectations and (3) expressions that capture, as further fea-
sibility constraints, the following set of system properties:
(S1) the value of β must not be such that the QEP exceeds
the memory available at each site; (S2) the acquisition inter-
val must be longer than π , the time taken to carry out the
computations and communications in the last epoch of an
agenda evaluation;6 (S3) the acquisition interval must be a
non-zero positive integer; (S4) the buffering factor must be
a non-zero positive integer. It is possible, for some DAF and
QoS expectations, that no feasible solutions can be found.
If no feasible solution is found for any DAF, either the user
relaxes the QoS expectations or else increases the resources
available.

Constraints S1–S4 need to be expressed as mathematical
expressions in the aforementioned geometric program. Let
F and E denote the set of fragment instances and the set of
exchange operator instances, respectively, in a site. S1 can
be expressed, for each site in the RT of the corresponding
DAF, by adding an inequality that checks that the fragment
instances and exchange operator instances assigned to it in
the DAF do not exceed the memory available at that site, that
is,

mi ≤ Mi , i ∈ DQ .si tes (1)

6 It is a requirement of the code generation step for the inequality
α(β − 1) + π < αβ to be satisfied.

where

mi =
∑

f ∈i.F

Memoryβ f +
∑

e∈i.E

Memoryβ e (2)

and Mi represents the memory available7 at site i .
Constraint S2 is expressed by adding a single inequality

for the DAF to represent the constraint thatπ ≤ α. An expres-
sion for π is approximated by adding the time cost of each
task that is executed in the final epoch of an agenda execution
episode. The value for π has two components, viz., the time
taken by the tasks corresponding to the leaf fragments in the
DAF and the time taken by the non-leaf ones, that is,

π = π L + π N (3)

The assumption is made that leaf fragments of the DAF exe-
cute concurrently, whereas non-leaf fragments in the DAF
execute sequentially. This approach may result in a slight
over-approximation of π , but avoids having to construct an
agenda to obtain π .

Constraints S3 and S4 are used to ensure that the opti-
mization variables α and β are greater than or equal to one.
This can be done simply by adding the constraints α ≥ 1 and
β ≥ 1 to the constrained optimization problem. Note that the
constraints S1–S4 are directly derived from the DAF and RT
and are independent of the QoS expectations specified by the
user.

For the optimization goal and feasibility constraints stated
in the QoS expectations, we need to first derive expressions
for the QoS variables α, δ, ε and λ. For acquisition interval
α, the mapping is straightforward, as it can be made directly
to α. Delivery time δ is approximated as αβ, which is the
length of a single agenda evaluation. In order to be able to
derive expressions for total network energy and lifetime QoS
variables, we first define the energy consumption êi at a site
i during an agenda evaluation episode as:

êi =
∑

f ∈i.F

Energyβ f +
∑

e∈i.E

Energyβ e (4)

This ignores the energy consumed while sensor nodes are
sleeping, which is considered to be negligible compared to
the energy consumed by nodes during radio communications,
sensing or processing. The energy consumption for a site per
unit of time (as opposed to the whole duration of an agenda
evaluation episode) is given by:

ei = êi

αβ
(5)

7 For each operator (and fragment) in the DAF, there is a fixed cost F ,
associated with the invocation of the operator itself, and a variable cost
V , which is proportional to β. QoSA-SNEE where-scheduling uses
a version of the CEMs that emit expressions in which the fixed and
variable elements are decomposed. These are denoted as Memoryβ (t),
Timeβ (t) and Energyβ (t).
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The total network energy εt is computed by summing the
energy consumption values associated with each site in the
DAF for a period of time t , that is:

εt = t
∑

i∈D AF.si tes

ei (6)

The network lifetime λ is calculated by finding the length
of time that it takes for the first site to be depleted of energy.
The lifetime λi for site i is calculated by dividing the energy
stock Ei by the energy consumption per time unit ei , that is,:

λi = Ei

ei
(7)

The time taken for the first site to be depleted of energy is
given by:

λ = Mini∈RQ .si tes(λi ) (8)

Example When-Scheduling Problems Figure 14 presents the
when-scheduling problem generated by QoSA-SNEE for
the following QoS expectations: 〈min δ, {10,000 ms ≤ α ≤
20,000 ms, ε ≤ 0.05 J}〉. QoSA-SNEE firstly derives the
goal of minimizing αβ as an approximation of the delivery
time. This is because the semantics of SNEE agendas is such
that sensed values are obtained every α units of time, buffered
up to β at a time and then flushed, so to speak, through the
query plan. Thus, the product αβ is a rough estimation of
δ. In this case, QoSA-SNEE will seek to find the small-
est value for αβ that satisfies the asserted and derived con-
straints. QoSA-SNEE also derives inequalities for the lower
and upper bounds that characterize acceptable acquisition
intervals (which are directly derivable), and an inequality for
the acceptable levels of total energy consumption (derived
using Eqs. (4)–(6), as explained above). QoSA-SNEE then
adds feasibility constraints that take into account the proper-
ties of the WSN and the demands of the QEP. For example, the

Fig. 14 An example when-scheduling problem

primary memory each participating site has, which is 4,096
bytes in this case, is a property of the WSN. On the other
hand, the footprint of the QEP fragments assigned to each of
the participating sites, and the estimated time that sites will
need to process the data originating from or flowing through
them, is a property that stems from the demands of the QEP.
Thus, for each site, QoSA-SNEE generates an inequality
that uses Eqs. (1)–(2), as explained above, to ensure that
there is sufficient memory in each site to host the binaries
assigned to it as well as, when relevant, the β tuples that
may need to be held there before being processed. QoSA-
SNEE also uses Eq. (3) to generate an inequality that con-
strains this processing time to be no larger than the interval
between two acquisitions. Finally, feasibility constraints are
generated that express domain properties (that is, query- and
WSN-independent validity conditions). In this case, that both
α and β are integers greater than one (though the former is
subsumed by the stated user requirements, in this example).

For a contrasting example, consider Fig. 15, which shows
the optimization problem derived by QoSA-SNEE for the
same query and WSN, but the following QoS expectations:
〈 max λ, ∅〉. Thus, an optimization problem which the user
has not directly constrained. Intuitively, in order to maximize
lifetime, one would expect that the QEP should acquire data
as infrequently as possible and maximize buffering so that
the radio is switched on less often. For β, the upper bound
depends on the memory available on the nodes, and there are
constraints in the constrained optimization problem to reflect
this. For the acquisition interval, while there is a lower bound
defined, no upper bound is specified, meaning that α could
be arbitrarily high. In this case, the external optimizer would
flag this problem as unbounded and therefore impossible for
it to solve. In such cases, the QoS expectations passed on
to QoSA-SNEE must provide an upper bound for α, either

Fig. 15 An unbounded when-scheduling problem
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Fig. 16 Alternative agendas for Q2

directly (for example by adding a constraint of the form α ≤
k), or indirectly (for example in terms of the delivery time,
that is, by adding a constraint of the form αβ ≤ k).

4.3.2 Example agendas

Figure 16 shows the agendas for query Q2 when it is compiled
for different optimization goals and constraint α ≤ 1 min.8

The min α agenda is not shown; it is, however, the same
as the min δ agenda, with the exception that α = δ = 253
ms, i.e, the processing time π , the lowest possible value.
The agenda for max λ has more columns than the others,
because the RT selected for this optimization goal (Fig. 9a)
has more sites in it than the RT selected for the other opti-
mization goals, as it aims to consume energy as evenly as
possible throughout the network, and it is preferable to have
more sites participating in the QEP in order to avoid hotspots.

8 The agenda in Fig. 16c has one fragment less than the other agendas
because no instances of the iterative AGGR_MERGE operator have
been created during where-scheduling.

In contrast, the agendas for min δ and min ε have fewer
columns, as their RT (shown in Fig. 9b in both cases) involves
fewer sites.

The agendas for the min α and min δ optimization
goals also have a comparatively small number of rows, as
β = 1, that is, minimal buffering takes place, to enable the
processing time π and/or the delivery time δ to be as low
as possible. For min ε and max λ, the agendas have many
more rows as the highest possible value of β is selected (inso-
far as permitted by the available memory).

With regard to the α value, the optimization goals min
ε and max λ aim to make this variable as high as possible
(that is 1 min), in order to conserve energy. When β = 1, as is
the case with the min δ optimization goal, the α value does
not affect the achievable delivery time, because δ = α(β −
1) + π . If β = 1, which is a reasonable assumption because
increasing the buffering factor will significantly increase
the delivery time, varying α will not have any effect on
the δ.

Based on these observations, we can identify general char-
acteristics of QoSA-SNEE agendas: min α and min δ

tend to lead to agendas that have fewer rows and columns,
min ε to agendas that have fewer rows but more columns,
and max λ to agendas that have more rows and more
columns.

5 Evaluation

In our evaluation, we aim to ascertain that QoSA-SNEE,
a SNQP that purports to be QoS-aware, indeed responds to
diverse QoS expectations, by generating QEPs that reflect a
variety of optimization goals and (possibly conflicting) con-
straints. Then, a contrast is drawn between generating QEPs
in a QoS-aware manner and optimizing according to a fixed
goal, for example, an implicit QoS expectation. In every case,
it is to be expected that, all other things being equal, a QoS-
aware SNQP with optimization goal opt θ will achieve a
performance no worse, in terms of the QoS variable θ , than a
suitable candidate to represent a state-of-the art SNQPs that
specializes in the optimization goal θ . We use FG-SNEE as
the baseline, as we have experimentally demonstrated else-
where [16] that its buffering approach enables it to generate
more energy-efficient QEPs than TinyDB.

5.1 Experimental setup

In our experiments, 15 random scenarios are generated and
compiled using FG-SNEE and QoSA-SNEE for various
QoS expectations. Table 3 presents the QoS expectations
used for FG-SNEE, labelled using letters. The QoS expec-
tations used for QoSA-SNEE are depicted in Table 4 are
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Table 3 QoS expectations used in FG-SNEE experiments

FG-SNEE

QoS A: 〈min ε̄, {α = 5s}〉
QoS B: 〈min ε̄, {α = 15s}〉
QoS C: 〈min ε̄, {α = 25s, δ ≤ 100s}〉

labelled using arabic numerals and involve diverse optimiza-
tion goals and constraints over QoS variables. The second
column in Table 4 briefly characterizes each QoS expecta-
tion, by describing the type of application in which a QoS
expectation of that nature (that is with the same optimization
goal and constraints, but with possibly different constant val-
ues) would be useful. In some cases, these are illustrated with
situations that may arise in example WSN applications. Then,
the third column of the same table comments on whether the
QoS expectation is supported by other SNQPs and the perfor-
mance that would be likely to be exhibited by them. This is
based on the system descriptions, including the QoS expec-
tations supported by each SNQP. Finally, the fourth column
states the closest QoS expectation supported by FG-SNEE
(of the ones presented in Table 3).

The QoS expectations used for QoSA-SNEE show, in
some cases, potentially conflicting expectations in order for
us to study the trade-offs that arise. For example, in QoS 4,
having a shorter acquisition interval is intuitively likely to
result in greater energy consumption, and hence, worse per-
formance in terms of total energy. In QoS 6, again, the opti-
mization goal of maximizing lifetime is likely to be at odds
with having a shorter delivery time and more frequent acqui-
sition interval. Correlation between QoS variables is also
explored, for example, in QoS 2 and QoS 3, which explore
whether varying the acquisition interval affects the delivery
time. Also, the result of optimizing for different goals is com-
pared: QoS 4,5,B all have similar QoS expectations, given
that the optimization goals are broadly concerned with con-
serving energy, so the constraint over α is likely to result in
α = 15 in all cases. However, the optimization goal in each
case may result in different characteristics being exhibited
by the QEPs. This is also the case with QoS 6,C.

The QoS expectations used are intended to be appropriate
for significantly different kinds of applications. For example,
QoS 1 requires the shortest possible acquisition interval (for
example, useful when a WSN is polling for an event); QoS
4 and QoS 5 are more focused on energy-related QoS vari-
ables and a delay in receiving data is tolerable; and QoS 6 is
concerned both with network longevity and receiving results
in a timely manner, two potentially conflicting goals. It is
also argued that other SNQPs are likely to perform poorly in
terms of many of the QoS expectations shown. For example,
TinyDB does not support QoS 1,4,5,6,9,10; its behaviour by
default should be similar to that exhibited by QoS 2,3 even

though its purported optimization goal is lifetime, and not
delivery time. If a LIFETIME clause is used with TinyDB,
its decision-making behaviour would be similar to QoSA-
SNEE with QoS 7,8.

The properties of the generated QEPs are compared using
a cost model which provides estimates of each QoS variable
for a given agenda. We note that this approach has been used
in the past effectively to compare query optimization tech-
niques (see, for eample, [14,24,40]). Thus, as is done in the
prior work just cited, we evaluate the effectiveness of the
optimization techniques on the basis of the predicted prop-
erties of the plans produced, which is the most direct way
of assessing how effective the optimization techniques are
at meeting their objectives. The cost model used is based
on the time and energy CEMs, which have been extensively
validated in previous work [12].

The graphs show the mean value for each QoS variable
(α, δ, ε, λ) aggregated for 15 randomly generated scenarios.
The intention is to ensure that the results obtained are more
robust than would otherwise be the case, that is, do not hold
only for specific cases. Each scenario comprises a query,
network topology and physical schema. A random SNEEql
query generator produces a query with arbitrary levels of
nesting, joins and aggregations. Based on the extents used
by the query, a physical schema is randomly generated that
maps logical extents to physical nodes. For each extent, a
random number of source nodes are assigned to be sources.
Networks of random density are generated, with the nodes
scattered in a random manner. The density of a network may
affect the choices that the optimizer makes, particularly dur-
ing the routing step where, if the nodes are relatively close
together, a choice arises between an RT with more nodes and
a higher number of shorter hops and one with fewer nodes
and a lower number of longer hops. The generated result is
guaranteed to be a connected network (that is there is no
node in the network that cannot communicate directly with
at least one other node) in which nodes are dispersed in a
non-uniform fashion (that is the nodes will be situated in a
manner not unlike a real-world deployment, where physical
features are likely to make a spatially uniform distribution of
nodes throughout a sensing field impractical or infeasible).

For these experiments, we generated two sets of 15 ran-
domly generated scenarios, comprising up to 30 and 100
nodes, resp. The query, network and physical schema for
each scenario is presented as supplementary material to this
paper [1]. In the main body of this paper, due to space limita-
tions, we show the results for the 30-node scenarios. We note
that this network size is consistent with, and often larger
than, most concrete deployments reported in the literature
with the sensor node technology currently available at widely
affordable prices. The results for the 100-node scenarios,
which exhibit similar trends to the 30-node scenarios, may
be viewed in the supplementary material to this paper [1].
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Table 4 QoS expectations used in QoSA-SNEE experiments

QoSA-SNEE Application QoS characteriza-
tion

Performance of other
SNQPs

Most similar
FG-SNEE QoS
expectation

QoS 1: 〈min α, {δ ≤ 5s}〉 High polling rate (that is to detect
an event that may otherwise be
missed) and fast result delivery
(that is to notify the user
immediately), similar to what
may be required with sniper
localization application described
by Ledeczi et al. [28]

QoS expectations
not supported by
TinyDB, Cougar or
SNQL

A

QoS 2: 〈min δ, {α = 5s}〉 Fixed acquisition interval and
result delivery in ’real time’, for
example, as with the Great Duck
Island deployment [41]

TinyDB/Cougar exhibit similar
behaviour by default, when
purportedly optimizing for
lifetime. Not supported by SNQL

A

QoS 3: 〈min δ, {α = 15s}〉 B

QoS 4: 〈min ε, {α ≤ 15s}〉 Result delivery may be indefinitely
postponed; preserving energy is
an important concern, for
example, similar to what may be
required with the ZebraNet
deployment [48]

By default, TinyDB and Cougar
send their results to the gateway
right away and therefore are
likely to generate more
energy-intensive QEPs than
QoSA-SNEE for these QoS
expectations. Not supported by
SNQL

B

QoS 5: 〈max λ, {α ≤ 15s}〉 B

QoS 6: 〈max λ, {α ≤ 25s, δ ≤ 100s }〉 Result delivery may be delayed,
but required within a specified
time; preserving energy is an
important concern, for example,
as with the Glacier Monitoring
deployment [34]

QoS expectations not supported by
TinyDB, Cougar or SNQL

C

QoS 7: 〈min α, {λ ≥ 3 months}〉 Greater concern about obtaining data
for a specific period than a precise
acquisition interval. This may be a
concern, for example, in the
Crowden Brook deployment [33] or
Great Duck Island

QoS expectations supported by
TinyDB, but not Cougar or
SNQL. QoSA-SNEE may be
able to perform better than
TinyDB because RT generation
considers QoS expectations

A

QoS 8: 〈min α, {α ≤ 25s, λ ≥ 1 year}〉 As with QoS 7, except that a
maximum acquisition interval
has been stipulated

As with QoS 7. TinyDB will shed
tuples in order to be able to
transmit results less often if the α

constraint does not allow the
minimum λ to bet met

C

QoS 9: 〈min δ, {α = 25s, λ ≥ 3 months}〉 The query should run for a minimum
period of time and return results as
quickly as possible. Similar QoS
may be used to query events of
interest for an application such as the
Volcán Reventador deployment [46]

QoS expectations not supported by
TinyDB, Cougar or SNQL

C

QoS 10: 〈min ε, {α = 15s, λ ≥ 3 months}〉 A lifetime for a minimum period is
required, where the main concern
is to reduce total energy
consumption. A QoS expectation
of this nature may be posed, for
exmaple, by a scenario similar to
the Crowden Brook deployment,
in which regular visits are carried
out for maintenance of the
sensors, and users wish to reduce
the number of heavy batteries
that need to be carried for a long
distance in backpacks

QoS expectations not supported by
TinyDB, Cougar or SNQL

B
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Fig. 17 Average α in seconds across 15 randomly generated scenarios,
given QoS 1–10

For the experiments, we assume that all metadata (such
as node resources and the network connectivity graph)
have been collected beforehand. Our measurements there-
fore exclude the resource expenditure for the collection of
such metadata. We generate the appropriate metadata files
by analytically using the Freespace model [37] to compute
the energy setting required for communication between every
pair of nodes in range of each other.

5.2 Experimental results

The aggregated results for 15 randomly generated 30-node
scenarios, compiled with FG-SNEE and QoSA-SNEE
using the QoS expectations listed in Tables 3 and 4 are pre-
sented using a separate graph for each QoS variable mea-
sured. In each graph, each x-axis point corresponds to a dif-
ferent QoS expectation, and the y-axis shows the average
value of the QoS variable measured over all scenarios for
the QoS expectation. To enable comparison between QoSA-
SNEE and FG-SNEE, the result for the closest FG-SNEE
QoS expectation (that is QoS A–C) is presented alongside the
result for each QoSA-SNEE QoS expectation (that is QoS
1–10).

Figure 17 presents the results for the acquisition inter-
val QoS variable. For FG-SNEE and QoSA-SNEE with
QoS 2,3,9,10, an equality constraint has been specified over
α, and therefore, the when-scheduling step has no leeway
with regard to adjusting its value. QoS 4,5,6 involve an opti-
mization goal related to being economical with energy, so
the highest possible acquisition interval is selected by the
when-scheduling step of QoSA-SNEE. In QoS 1, where the
optimization goal is to minimize the acquisition interval, α

Fig. 18 Average δ in seconds across 15 randomly generated scenarios,
given QoS 1–10

is constrained by the amount of time required to execute the
tasks in a single agenda episode. The shorter that amount of
time, the higher the throughput that may be supported by a
QEP. The length of an agenda evaluation episode is reduced
if the when-scheduling step sets β = 1 (that is stipulates no
buffering), and also, if the routing step selects an RT that
involves fewer, and longer, hops. For QoS 7,8, the when-
scheduling step selects the smallest value of α that meets the
lifetime stipulated in the constraints over λ. As we would
expect, a larger α is required to satisfy a more challenging
lifetime expectation.

In summary, with respect to acquisition intervals, QoSA-
SNEE negotiates well any trade-offs and responds wisely to
the stipulation (or the opportunity) to reduce α and, across
all scenarios, performs better than (or as well as) FG-SNEE.

The results for the delivery time variable are shown in
Fig. 18. It is impacted, primarily, by the setting of the buffer-
ing factor during the when-scheduling step, and secondarily,
by decisions made in the routing step (for example, the num-
ber of hops required by the sources to reach the root of the
RT). The higher the buffering factor β, the longer the deliv-
ery time δ, and the more hops used, the larger the overhead
in preparing and effecting the transport of a packet of data
between nodes.

A minimal buffering factor is set, in the case of QoS 2,3,9,
as a direct result of the min δ goal and, in the case of QoS
1, as a side-effect of the reduction in the length of an agenda
evaluation episode, as discussed in the previous paragraph.9

9 Note, however, that as one would expect, although QoS 2,3 both
favour QEPs that are similar in nature (that is agendas with a low
buffering factor, and RTs with as few hops as possible), given that
δ = α(β − 1) + π , when β = 1, there is no correlation between
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Fig. 19 Average ε in Joules across 15 randomly generated scenarios,
over 6 months and QoS 1–10

Note that, with QoS 9, the λ ≥ 3 months constraint can be
met with β = 1. For QoS 4,5,10, δ is higher than for QoS
2,3,9 (and than FG-SNEE allows) because β is being max-
imized, up to the consumption of the available memory, in
order to preserve energy. The delivery time is slightly higher
for the optimization goal of max λ than min ε, as the for-
mer favours RTs with longer paths, that is, more nodes are
used in order to avoid hotspots. For QoS 6,C, the delivery
time is within the upper bound specified in the QoS expec-
tations. In both cases, the optimization goal is to maximize
lifetime, so the highest possible buffering factor is selected
that still satisfies the delivery time constraint. QoS 7,8 illus-
trate the trade-off between lifetime and delivery time: the
QoS expectation of a shorter lifetime (that is QoS 7) results
in QEPs with a shorter delivery time than can be obtained for
QoS 8, which has a longer lifetime expectation.

In summary, with respect to delivery times, QoSA-SNEE
negotiates well any trade-offs and responds wisely to the
stipulation (or the opportunity) to reduce δ and, across all
scenarios, performs better than (or as well as) FG-SNEE.

Figure 19 presents the results for the total network energy
consumption ε over a specific period of time (in this case,
6 months).

QoS 1,2,7 have the highest ε as a result of having the short-
est acquisition intervals (as shown in Fig. 17). The ε value is
significantly reduced by increasing α (with a fixed β = 1),
as demonstrated by comparing the values for QoS 1,3,9. For
QoS 4,5,10, which reflect concerns about preserving energy,

Footnote 9 continued
α and δ variables, as demonstrated by the use of two different values of
α in QoS 2,3 having exactly the same value for δ.

Fig. 20 Average λ in days across 15 randomly generated scenarios,
given QoS 1–10

both α and β are maximized. The same is true for QoS 8,
whose λ ≥ constraint to a large degree overrides the min α

optimization goal. QoS 4, which is optimized specifically to
minimize total network energy, has a slightly lower ε value
than QoS 5 because the RT selected involves fewer nodes. In
contrast, the RT in QoS 5 aims to distribute energy consump-
tion as evenly as possible. For FG-SNEE, QoS A has a higher
ε value than QoS 2, despite the fact that the latter optimizes
for delivery time. This is because similar types of RTs (that
is those with fewer nodes) are favoured by both the δ and
ε QoS variables. Furthermore, for comparable QoS expec-
tations, that is, QoS B with QoS 4,5, and QoS C with QoS
6, ε is slightly higher, and therefore worse, for FG-SNEE.
This is because QoSA-SNEE is able to optimize specifi-
cally to minimize total network energy, for example, during
the routing step, it aims to reduce the number of sites that
will participate in the QEP, compared to FG-SNEE which
selects RTs in a predetermined manner.

In summary, with respect to total energy network con-
sumptions, QoSA-SNEE negotiates well any trade-offs and
responds wisely to the stipulation (or the opportunity) to
reduce ε and, across all scenarios, performs better than (or
as well as) FG-SNEE.

For lifetime, the results shown in Fig. 20 broadly mirror
the results for ε. An important exception is that QoS 5 now
performs significantly better than QoS 4. Since the query has
been optimized specifically to maximize lifetime, the routing
step selects an RT that is less likely to have hotspots. For FG-
SNEE, the comparable QoS B has the worst performance
in terms of λ. Again, this is because FG-SNEE does not
optimize specifically for λ: its routing, where- and when-
scheduling steps do not attempt to avoid hotspots in order
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that energy consumption is as evenly distributed as possible.
In summary, with respect to network lifetime, QoSA-SNEE
negotiates well any trade-offs and responds wisely to the
stipulation (or the opportunity) to increase λ and, across all
scenarios, performs better than (or as well as) FG-SNEE.

Overall, it can be seen that in all cases QoSA-SNEE gives
better results than FG-SNEE in terms of responsiveness to
the QoS expectations. This is in relation to (1) the constraints
in the QoS expectation, given that in every single plot, QoSA-
SNEE produces QEPs that meet the constraints set out in the
QoS expectations; and (2) the optimization goal, given that
QoSA-SNEE always outperforms FG-SNEE in terms of
the optimization goal variable. This can be seen in: Fig. 17,
for QoS 1, 7, 8, for which a smaller α is obtained by QoSA-
SNEE as a result of the min α optimization goal; Fig. 18,
for QoS 2, 3, 9, for which a smaller δ is obtained by QoSA-
SNEE as a result of themin δ optimization goal; Fig. 19, for
QoS 4, 10, for which a smaller ε is obtained by QoSA-SNEE
as a result of the min ε optimization goal; and Fig. 20, for
QoS 5, 6, for which a larger λ is obtained by QoSA-SNEE
as a result of the max λ optimization goal.

Finally, in order to assess the scalability of our approach,
we repeated the above experiments using 100-node scenar-
ios, and QoS expectations with constraint thresholds that
were scaled up accordingly. The results are omitted from the
main body of the paper, as they essentially exhibit the same
trends and trade-offs as with the 30-node scenarios. They can
be viewed in the supplementary material accompanying this
paper [1].

6 Conclusions

The experimental evaluation shows that QoSA-SNEE
responds to a broader range of QoS expectations. As a
consequence, QoSA-SNEE consistently generates QEPs
that exhibit superior performance to a fixed-goal SNQP in
terms of the user-specified QoS expectations. This, we argue,
enables a SNQP to be suitable for a broader range of appli-
cations, and consequently, more general purpose.

Given that the functional requirements of most WSN
applications involve data collection, query processing has
been used effectively in real-world deployments to repur-
pose sensor networks on-the-fly (for example, TinyDB was
used in [41]). However, given that WSN applications have
very diverse QoS expectations, SNQPs with limited QoS-
awareness are not able to generate appropriate QEPs for
applications across the whole QoS spectrum. For example,
the Glacier monitoring application described in [34] acquires
readings every 15 min and only sends them to the gateway
once a day. TinyDB would not be suitable for this application
as it streams results to the gateway with no or minimal buffer-

ing, meaning that nodes would be depleted of their energy
prematurely.

Allowing more application requirements to be specified
declaratively implies that fewer applications will need to be
handcrafted from scratch. This is significant, given that the
functionality associated with even a simple query may imply
the need to write thousands of lines of source code10 in an
embedded programming language (and that, in addition, the
application would need to be thoroughly tested and debugged
prior to being deployed). Another significant advantage of
using query processing technology as opposed to bespoke
applications is the ability to change the application require-
ments, on-the-fly, once the application has been deployed.
Therefore, given these advantages, the saving in software
development costs means that users looking to deploy WSNs
are likely to be more willing to forfeit the potential loss in
performance associated with a generated program compared
to a handcrafted one. This trade-off occurs in other modes
of query processing, and is generally accepted to be worth-
while, as demonstrated by the widespread uptake of database
technology. Ultimately, decreased costs could contribute to
the increase in uptake of this technology, meaning that more
people would be able to reap the potential benefits of WSNs.

There are several potential directions for future work.
These include exploring how the expressiveness of the QoS
expectations may be enhanced (for example by investigat-
ing how multi-objective optimization could be supported).
A similar overall approach to the one we describe here may
also be used for Quality-of-Data variables (for example data
completeness, accuracy or freshness). This is relevant in the
case of WSNs, in which existing approaches trade data accu-
racy for energy (for example the region sampling approach by
Lin et al. [31]). Other potential further work includes con-
sidering the incorporation of QoS-awareness in a multiple
query setting, as well as developing adaptive query process-
ing techniques that aim to ensure that QoS expectations are
met over the lifetime of a long running query.
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