CS3421 exam January 2004

Marking Scheme

1. You are asked to implement a system which will analyse newspaper reports of football matches and produce summaries of results and goal scorers.

a. Is a standard “general-purpose” POS tagger likely to give good results on this type of text? Why or why not? (4 marks)

Yes - most of the vocabulary is either fairly normal or at least follows normal morphological patterns. Punctuation, which can confuse it, is also fairly normal. Unknown words beginning with an upper case letter, which by default are tagged as proper nouns, really are in this domain. 

b. Is classical rule-based parsing an appropriate language technology to use? Why or why not? (4 marks)

No - it is costly to produce and fragile, and for this task there is no need for it. Simple recognition of shallow structure and keywords will be enough.

c. Is Information Extraction an appropriate language technology to use? Why or why not?
(4 marks)

Yes - in fact it’s ideal. One is approaching a text which is known to be in the domain, looking only for the answers to a small number of straightforward questions, which can easily be represented as a template. Gazetteer lists can be used to hold lists of teams, players, grounds, and possibly playing positions or situations like “penalty” or “corner”. 

d. Now you are asked to extend the system so that users can query it interactively by telephone for specific information. Assuming that your original system is working well, what modules or techniques would you need to add?  (8 marks)

Firstly, speech recognition and speech generation. I have made it clear that the details of these are beyond the scope of the course, but that they exist. 

Secondly, some sort of Dialogue Manager to handle turn-taking and other conversational moves - this aspect has been covered in some detail. I hope they’ll mention Dialogue Act tagging and recognition. 

Thirdly, a back-end database query system - again, this is beyond the scope of the course, but they should mention it. 

2. Here is a possible pipeline of processing modules in an NLE system:

tagger - stemmer - shallow - discourse   - semantic

 parser    interpreter   interpreter 

a. Is this a sensible pipeline? Why or why not? (2 marks)
No. The output of the semantic interpreter is the input to the discourse interpreter.

b. For any three of these modules, explain what the module does, and give a few examples of the sort of output it produces. Include likely errors as well as likely successes. (6 marks each) 

Tagger - assigns part-of-speech tags to words, probably using a hybrid approach combining statistical, rule-based, and lexicon-based techniques. 

Likely successes are common words, given standard syntax and punctuation: the/DT, cat/NN, cats/NNS, really/RB, &c. 

Likely errors are ambiguous words (light/NN?VB?JJ?) and common nouns capitalised at the beginning of a sentence (Earth/NNP). 

Stemmer - reduces word-forms to their stems, using a fixed set of rules (which get it right most of the time but can be confused), in order to do word sense disambiguation and some forms of semantic analysis. 

Likely successes are regular inflections: cats -> cat, singing -> sing.

Likely failures are irregular inflections (ate -> at, wrote -> wrot) and stems with multiple affixes (abbreviated -> abbrevi). 

Shallow parser - takes POS - tagged text as input and returns a “shallow” syntactic structure, i.e. stays fairly low in the tree and is conservative in building structure. 

Likely successes: straightforward noun phrases (the red cat) and verb groups (had been eating). 

Likely failures: falls down if the input from the tagger is wrong. Sometimes overly conservative (in/PP the house/NP where in the house/PP is safe). 

Semantic interpreter - identifies entities and their relationships in the text.

Likely successes: generally attaches adjectives to the right nouns, subjects to the right verbs, &c. 

Likely failures - falls down in the input from the parser is wrong. Easily confused by coordinate constructions and prepositional phrase attachments. 

Discourse interpreter - identifies named entity references, especially linking pronouns to their antecedents. 

Likely successes: syntactically simple pronoun constructions.

Likely failures: complex alternative names for an entity (Murphy ... the black cat). 

3. During the course, we have looked at the range of resources publicly available for building NLE systems. Some of these resources are widely used and “general-purpose”, others are specific to particular topic domains. You have used some of them in your practical coursework exercises. 

a. From your experience in the coursework, how well did the software tools you used deal with your chosen text? What features of your text either caused specific problems, or made it easy to analyse? (6 marks)
Impossible to give a model answer for this as they will each have an individual experience. Common problems were line breaks and capitalisation in song lyrics, archaic words in Shakespeare or Coleridge, novel words in rap lyrics. Common successes came from standard syntax and punctuation in news articles and other non-fiction texts, science-fiction characters correctly identified as proper nouns. 

I’ll be looking partly for structure in their answers: they should be systematic in discussing the POS tagger, shallow parser, and translation system in turn, and the relation between the first two. 

b. If you were asked to build an NLE system for a new technical domain (say, for example, for a curry restaurant or a specific Students’ Union society - or choose your own domain), what resources would you add or extend? Give examples to justify your answer. (8 marks)

Extend the lexicon to cover special terminology in the new domain (biryani, bhuna).

Extend (or, if necessary, add) gazetteer lists (ingredients (sag, bhindi) vs food types (bhaji) vs styles (madras, vindaloo). 

Extend the grammars if syntax is non-standard (long noun phrases in the description of dishes).

Possibly add appropriate inference mechanisms (a scale of heat for curry dishes). 

They may suggest that, depending on what exactly the system is to do, possibly add a speech front-end or a database back-end, but the question is about domains not applications. 

c. What are the issues involved in choosing a training set as the basis of a language model? (3 marks)

Appropriateness of the training set to the text to be analysed. The example they’ll be familiar with is that tools trained on a Wall Street Journal corpus assume that “firm” means a company and “head” means a position within a company. 

Whether the training set is typical of the text it’s taken from. Standard to train on 90% of a corpus and test on the other 10%; preferably, repeat the experiment with different divisions of the corpus to check consistency of results. 

d. What are the trade-offs between “general-purpose” and domain-specific language resources? (3 marks) 

General-purpose corpora and lexicons are widely available, and provide a “plain vanilla” language model which may be best for modelling open-domain text. Domain-specific corpora and lexicons are far more accurate for domain-specific text, but are few and far between, and expensive to build, so it may not be possible to find a completely appropriate one; also generalise even worse than general ones. 

4. Here are two structurally ambiguous sentences:

i.  Chris bought some apples with red skin.

ii. Chris gave the apples to his brother.

Here is a toy probabilistic grammar:


S -> NP VP

1.0


VP -> V NP

0.8


NP -> Det N

0.5


VP -> V NP PP 
0.2


NP -> Adj N

0.3





NP -> PN

0.2


PP -> P NP

1.0


N -> N PP

0.3

a. What is the general formula for calculating the probability of a complete sentence structure, given the probabilities of the individual rules? (2 marks)
Multiply together the probabilities of all the rules used to build the structure. Typically gives extremely small numbers even for the correct answer. 

b. Which of the two possible structures will be assigned to these sentences by this grammar? (Use a diagram if you wish). What is the one critical choice of rule involved? (3 marks)

Both will be analysed as the PP modifying the preceding noun, which is right for the first and wrong for the second. The rule VP -> V NP will be preferred to VP -> V NP PP in both cases because of its higher probability. 

c. What additional information could you build into the rules to get a more accurate result? (5 marks)

“Lexicalised parsing” allows rule probabilities to be associated with specific rules. In this case, something like VP -> V/give NP

0.2






VP -> V/give NP PP 
0.8

will return the correct structure for both sentences. 
d. Discuss the advantages and disadvantages of “shallow parsing” as opposed to “deep parsing”. Give examples. (10 marks)

Shallow parsing - typically uses statistical methods, at least as part of a hybrid technique. Reasonably easy to build and robust:  general-purpose, quick, portable, scale up well, but relatively inaccurate. For tasks like Information Retrieval and Information Extraction over large volumes of eg web pages or medical text, generally good enough.

Deep parsing - uses primarily a classical, hand-built, rule-based approach. 

Accurate within a limited domain and scale, but slow and expensive to build, and don’t usually handle large volumes of real text well or generalise to new domains. Good if you need detailed results and real semantic analysis for a constrained set of texts in a fixed domain. 

Examples should include structural ambiguities which are left unresolved in shallow parsing but resolved - possibly wrongly - in deep parsing. If any of them have also discussed the shallow parser in question 2b, a cross-reference to that answer would be intelligent. They may mention the example, illustrated in the lectures, of the move from deep parsing in the GATE 1 system to shallow parsing in GATE 2. 

5. Here is a very short English text, and the result of using BabelFish to translate it into French and then back to English:

In woods of ash trees, dead leaves lie thickly on the ground in the fall. In spring the leaves protect tender young plants from frost. Small creatures scuttle under the leaf canopy building nests in the leaves for their young. 

Out of wood of the trees of ash, the dead sheets are abundantly on the ground in autumn. In spring the sheets protect from young tender factories against freezing. The small bucket of creatures under the building of canopy of sheet niche in the sheets for their young people. 

Make the best judgement you can, the marks are for intelligent thinking not for “accuracy”:

The answers below are mine with the benefit of long experience and access to the intermediate text. They have done a practical exercise in exactly this applied to their own texts, so they will be able to make some sense of it, but I won’t penalise them for listing errors as “making no sense” if their explanations are intelligent. 

a. Which errors are just details of idiom, and do not affect our understanding of the output? (4 marks)

lie -> are

thickly -> abundantly

in the fall -> in autumn

tender young -> young tender 

from frost -> against freezing

young -> young people

b. Of the serious errors, which do you think are due to mistakes in Word Sense Disambiguation? Try to give explanations. (6 marks)

woods -> wood (probably thinks it’s “timber”)

ash trees -> trees of ash (“ash” as “cinder” rather than a type of tree)

leaves -> sheets (cf “leaves of a book”,  French “feuilles”)

plants -> factories (“plant” can mean “factory” in English, French “usine”)

scuttle -> bucket (cf “coal-scuttle”)

nests -> niche (less obvious but there’s a semantic similarity)  

c. Of the serious errors, which do you think are due to mistakes in parsing? Again, try to give explanations. (6 marks)

In woods of ash trees -> out of wood of the trees of ash 


gets the relations among the three nouns completely wrong

protect tender... -> protect from young...


this will be due to particle usage in French, again causing the 

relationships to be completely wrong

small creatures scuttle -> the small bucket of creatures


once “scuttle” became “bucket”, it had to be a bucket belonging to the 

creatures, although I’m not sure why it’s (small (creatures’ scuttle)) 

rather than the correct ((small creatures’) scuttle). 

leaf canopy building -> building of canopy of sheet


“canopy of sheet” for “leaf canopy” is fair enough given the lexical 

mistake, but it’s also attached “building” here rather than to “nests”, I suspect it’s taken it for a noun form rather than a verb 

d. Of the serious errors, which do you think make no sense? - you need to explain why in each case. (If you believe that seeing the French intermediate text would help, then say so.) (4 marks)

As noted above, I can explain all of them (pretty much) but I don’t expect the students to. Marks for understandable confusion sensibly expressed. 

