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1.1. Introduction

Bit-errors due to the effect of noise can occur on any wired or wireless link.  These imperfections at the ‘physical layer’ are eliminated as far as possible by the higher layers.  There are many ways to detect and remove bit-errors including ‘forward error control (FEC)’ and ‘automatic repeat requests’ (ARQ).   If these should fail, the use of TCP/IP at the transport layer is designed to guarantee the correct delivery of data by further ‘automatic repeat requests’ at the expense of further delay and channel capacity.  The use of TCP/IP for data on wired computer networks is hugely successful as witnessed by the fact that emails rarely, if ever, contain errors.  While TCP is ideal and universally used for data, the delay incurred makes it unsuitable for interactive real time applications such as telephony, and the channel capacity required sometimes make it unsuitable for the steaming of multimedia.  The simpler ‘fire and forget’ protocol ‘UDP’ is often used for voice and multimedia instead of TCP.  With UDP, each packet is transmitted once and there is no provision for an acknowledgement from the receiver.   So if a certain packet is not correctly received after the data link layer processing, the transmitter has no way of knowing this and further corrective action cannot be taken in the network stack.
The use of UDP for multimedia and voice over IP (VoIP) has also been very successful in recent years largely because transmission errors are generally rare on modern wired networks, thus making the retransmission aspect of TCP largely redundant.  Wired links are now abundant, exceptionally well designed and not subject to much noise or interference.  The use of fixed transmitters, receivers and repeaters which are mains powered means that minimizing power consumption is not such a vital issue as with battery powered mobile equipment, and in any case optical fiber links are extremely power efficient and impervious to many forms of noise and interference.

With radio links and mobile devices, the links cannot be so well defined or controlled, especially in unlicensed spectral bands.  Radio bandwidth is limited and interference from many sources is to be anticipated, e.g. from machinery and other users.  Mobile users may try to communicate at the limits of coverage so that their transmissions are received at a low level and the effects of noise and interference are more serious.  The need to minimize transmission power with battery powered mobile devices, and to minimize the area over which interference is caused, means that transmission errors caused by noise, collisions and interference are a much more important consideration with mobile communications than they are with wired networks.  The lower the power of a transmission, the more serious will be the effect of noise and interference.  Hence, the efficient control of errors caused by noise, collisions and interference is a vital issue with mobile communication by radio.  This laboratory assignment will investigate a range of error control techniques that are used, or may be used, in WLAN equipment.

Essential detail

There are three different ways to attempt this laboratory. We do not distinguish in the marks between the different approaches. 

A. Method A which works on desktop and laptop computers relies on multicast packets as the main technique for distributing the laboratory data. This will not work for mobile phones or some PDA devices so alternatives have been arranged. 
B. Method B applies to Mobile phones and PDAs with WiFi built-in. Mobile phones without WiFi but with an Internet connection should follow method C.  There is a subtle difference between PDAs and mobile phones in that most PDAs can connect to WiFi ad-hoc networks and can process multicast UDP packets, whereas mobile phones typically can only connect to WiFi Access Points and cannot use UDP multicast. Hence mobile phones can use UDP only in unicast mode.

C. Most mobile phones (though not all) can connect to the Internet and retrieve HTTP documents. Such phones can usually be programmed to use UDP or TCP to exchange data via the Internet. However, some Mobile Phone Operators block incoming UDP packets, so whilst UDP can be used to send messages it does not always work for receiving replies from servers. In addition, almost all current mobile phone have little or no support for multicast. Therefore, method C uses TCP to communicate with the laboratory server as this is the most reliable mechanism. 

For the purposes of this laboratory-assignment, a server will be set up to repeatedly provide a number of messages, by radio, to all students on the ‘Mobile computing’ course.  
To allow different error control strategies to be investigated, the server will introduce simulated bit-errors into messages.  The loss of packets will also be simulated for some of the tasks.  The tasks of this laboratory-assignment are to receive the multicast packets and process them to try to decode the messages they contain.  

The server ‘simulates’ the effects of bit-errors and packet loss, by deliberately introducing them into messages at the application layer.  Each message contains error control information and the messages with simulated damage are sent within normal UDP (multicast)/UDP (unicast)/TCP packets depending if you are using method A to C to run implement the laboratory respectively.  ‘Real’ bit-errors and packet loss may also occur to the packets due to the occurrence of noise, interference and congestion on a real channel.  Packets that ‘really’ become damaged by bit-errors will be either corrected or discarded at the data-link layer by a receiver.   This lab-assignment does not require us to examine the bit-errors within the discarded packets. 
Practical detail
Method A

Using a laboratory computer with a WiFi (IEEE 802.11) wireless dongle or using your own WiFi equipped laptop computer. This is the default approach.

The messages will be conveyed by ‘multicasting’ packets.  Multicasting is a form of UDP where packets are transmitted to a group of receivers as a way of saving channel capacity and thus reducing congestion. Multicasting is efficient when the same packets must be sent to many receivers which are clustered in the same subnet or subnets. 

The server is a wireless-enabled computer serving a private WLAN network with Service Set ID (SSID) `MobileC’.  The server’s fixed IP address is: 192.168.0.100.  The server will issue WLAN IP addresses to clients dynamically using DHCP. Thus the WLAN server will look very like an Access Point (AP) to clients even though it is in fact running in ad-hoc mode. The server will repeatedly multicast unencrypted IEEE802.11b packets on a number of ports (see later) using the multicast IP address 239.192.1.100. 
For method A, each task runs a 10 second cycle of first doing a multicast of all the laboratory data and then accepting a small number (5) of NOT ACKNOWLEDMENT (NACK) requests (see each task for exact syntax required) which cause the server to re-multicast just the requested task’s data. 

 
A wired server will also be activated. It will work in the same way as the wireless server but using a different multicast IP address which is 239.192.1.200 .  The wired server’s IP address will be discernable by your computer when it first receives multicasts on its wired Ethernet interface card.
Students using a Windows computer with a firewall will almost certainly need to unblock the ports being used for this laboratory. Do this for the network interface being used.  Normally Linux users do not need to do anything about unblocking ports.    The ports that will be used are as follows:

	Port
	Type

	5000
	UDP – Used for output

	5001
	UDP – Used for input

	5002
	UDP – Used for input

	5003
	UDP – Used for input

	5004
	UDP – Used for input

	5005
	UDP – Used for input

	5006
	UDP – Used for input


Method B
Using a WiFi equipped mobile phone. The approach for these method B devices is different from method A i.e. the desktop/laptop computer approach. Support is currently almost non-existent in mobile phones for multicast UDP packets. Therefore, we rely on unicast UDP. The laboratory server has been modified to respond to arriving NOT ACKNOWLEDGMENT messages (NACKs). NACKs are used in method A to permit clients to receive repeat.  For method B, the server has been modified to, on receiving a NACK message, both repeat the multicast of the data but also to unicast the data back to the originator of the NACK packet. This means that method B devices can send UDP unicast NACK messages to the server.  The server responds and the NACK originator receives back unicast UDP laboratory data. 

For method A, each task runs a 10 second cycle of first doing a multicast of all the laboratory data and then accepting a small number (5) of NACK requests (see each task for exact syntax required) which cause the server to re-multicast just the requested task’s data. As well as multicasting the task’s data the server now also UDP unicasts the same data back to the originator of the NACK request. 

 

Thus, WiFi equipped mobile phones can  do the laboratory by sending unicast UDP NACK messages for each task to the server and then listening for the unicast UDP reply. All these NACK messages are sent to the server's port 5000. The same socket and port are used for the reply. 
Using Java two Mobile Edition (J2ME)
 to implement the code for method B, J2ME does not give the Java process a choice of which ports the client on the mobile phone uses. By simply responding to the same socket (5000) that sent the NACK request, it is not necessary for the Java process on the mobile phone to select a port for input. The port is selected by the device and simply works. This methodology is similar to that used in the “NetworkDemo” program that comes as part of the J2ME IDE on Windows.
Method C

Mobile phones which do not have WiFi can be used for the laboratory by connecting the phone to the Internet in order to send packets to and from the server which will be run from machine "msa021.cs.man.ac.uk" whose IP address is 130.88.193.201. Ideally, the mobile phones would have used UDP packets and worked just like method B above. However, it appears that mobile phones can transmit UDP packets to a server but the packets sent back the server are rejected by the firewall/NAT server used by the mobile phone providers. Therefore, mobile phones must use a TCP connection to carry out the laboratory. 

 

On an internet connected mobile phone, first a TCP connection to port 5010 (note different port! Not 5000!) on the server is opened. Then NACK messages (see method B above) will be sent to this port. The server will respond by sending a (usually single) TCP frame back to the phone using the TCP sockets of the open connection. Remember that TCP connections provide sockets at each end which can be used for both reading and writing. The mobile phone can then grab the data using a socket based receive call (perhaps connected to an input stream) with a suitably large buffer for the received data. 
Choice of programming language
The lab-assignments may be implemented in any appropriate computer language.  Obvious choices are C, C++, Java and Python. It is best to choose a language you are familiar with.   Bear in mind, however, that the demonstrators may not be able to help you efficiently if you choose a language that they are unfamiliar with.  Some ‘bit manipulation’ operations will be needed (you may find Appendix D helpful). 

For most students we recommend using Java or J2ME depending on whether you are implementing to run code on a desktop/laptop computer or on a PDA/mobile.

Introduction to the tasks and questions to be answered

There are six tasks to be completed during the laboratory sessions.   There are straightforward questions to be answered at the end of each task and then some ‘final questions’ which are more challenging and open-ended.  The tasks and questions now follow.
Task 2.1: Receive ASCII text message (20 Marks)
The first task is to receive a simple message, consisting of a string of ASCII characters contained in a single packet.  
Method A

The simple message will be transmitted repeatedly by the server, on port 5001, at intervals of about ten seconds.  There will be no simulated bit-errors.  The program for Task 2.1 should wait for input on the appropriate socket.  When a packet is received, the received string should be displayed on the screen.  The input call should be put into an indefinite loop to monitor the receipt of repeated messages.  
Method B
Your program should request the data from the server by sending a unicast UDP message “NACK1” to the server’s port 5000. The server will reply to whatever port your unicast was sent from. There will be no simulated bit-errors.  When a packet is received, the received string should be displayed on the screen.  

Method C

Your program should open a TCP socket connection to the server and send the exact text “NACK1” to the server’s port 5010. The server will reply to whatever port your unicast was sent from. There will be no simulated bit-errors.  When a packet is received, the received string should be displayed on the screen.  

Notes on Task 2.1:

Method A (contains useful information for other methods to be aware of)
1. Use the wireless interface provided by your system to associate with the server using the SSID `MobileC’ and IP address ‘192.168.0.100’. You must set-up this association as an ‘Ad Hoc’ or ‘Peer-to-Peer’ connection. For network security reasons, we are not providing an Access Point with Internet connection. You will know when the association has succeeded because you should be able to ‘ping’ the server by typing ‘ping 192.168.0.100’ at a command prompt.  Note that the IP address for a wired connection would be different and may vary if the wire server moves from one machine to another. 
2. To see what your computer knows about the network interfaces it has, type into a command window:
            
 ‘ipconfig /all’     
(on Windows) 

              
‘/sbin/ifconfig –a’ 
(on Linux) 
One of these should be associated with the laboratory server. You will need to know the IP address assigned to the wireless interface on your computer, so write it down for later use.

3. You can give a professional look to your software by inviting the user to choose between a set of alternative interfaces. This can be achieved by using command line arguments, or by popping up a window to offer the choices.  Your program will need to obtain the host name from, for example “gethostname” and then ask that host for all its addresses using, for instance, “gethostbyaddr”.  This results in a “struct hostent”. 
A clear description of this aspect of the task may be found at:
http://www.gnu.org/software/libc/manual/html_node/Host-Names.html . 
It contains a list of addresses of length “h_length” called “char **h_addr_list”.

4.  Appendix A has some brief information about multicasting. Your program needs a ‘socket’ to listen to the multicasts from the server.  You can find out about ‘sockets’ and ‘socket programming’ from the Internet.   Also, on Linux for instance, you can search for information by typing commands such as:


“man 2 socket”



“man 2 bind” 

Some object-oriented languages make creating and configuring sockets very simple. In C you will need to read the manuals. The following options have been found to work successfully:
	Domain:
	PF_INET/IF_INET
	Selects IPv4 Internet Protocol.

Variant to use depends on operating system.

	Type:
	SOCK_DGRAM
	Selects ‘datagram mode’ for use with UDP.

(TCP uses ‘stream mode’).

	Protocol:
	IPPROTO_UDP
	Selects UDP. This is often the number 0 (zero).


5. For ‘receive’ operations you must join the multicast group, though to send data you do not need to join the group. The use of interface groups reduces the information that reaches programs on your computer by causing the computer to listen only to multicasts on addresses that are explicitly set in the machine. You must set-up an address structure with the group address ‘239.192.1.100’ in its first field and normally the address ‘0.0.0.0’ which is also known as ‘INADDR_ANY’.  Use the method ‘setsockopt’, or similar, to set the membership. Read the manuals for details of the arguments required which have slightly different names on different operating systems. In one version, values ‘SOL_IP’ and ‘IP_ADD_MEMBERSHIP’ worked fine.  In another version, it was necessary to use ‘IPPROTO_IP’ and “IP_ADD_MEMBERSHIP”.  At least the second variable name was the same.
6. Associate the appropriate multicast socket address and port to the file descriptor/socket you are using. Look up ‘bind’ in the appropriate manual and look at the definitions of the arguments. Each language seems to require something slightly different. 

7. Decide what to do about ‘multicast loop back’.  We recommend that you disable it, but this means that you will not be able to check anything you output to a socket (in Tasks 2.2 onwards) by reading it back yourself. Use ‘setsockopt’ or equivalent to do this. On Linux “man 7 socket” describes the option arguments to ‘setsockopt’ which are mainly specified in ‘<sys/socket.h>’.

8. In planning your software, decide whether you need to have more than one program using the same port at the same time.  In Tasks 2.2 onwards, you will be sending unicast messages to the server on its Port 5000. If you have a single program for all tasks you can ignore the need to re-use the port in different programs. If you generate a new program for each task, then you must tell the socket, using ‘setsockopt’, that it will be re-used.   We used ‘setsockopt’ with level ‘SOL_SOCKET’ plus separate calls to set both ‘SO_REUSEADDR’ and ‘SO_REUSEPORT’ as some machine require both. However, some machines do not support both properly. 
9. You can use standard ‘read’ methods, but they only give you access to the received text.  There is no other information provided. The socket method ‘recvfrom’ will give you much more useful information.   For example it provides information about security and information to tell you who sent the data so that you can send a reply.

Method B

Start by reading the notes above, especially note 4. For a unicast UDP datagram socket the following is useful information.
Some object-oriented languages make creating and configuring sockets very simple. In C you will need to read the manuals. The following options have been found to work successfully:

	Domain:
	AF_INET
	Selects IPv4 Internet Protocol.

Variant to use depends on operating system.

	Type:
	SOCK_DGRAM
	Selects ‘datagram mode’ for use with UDP.

(TCP uses ‘stream mode’).

	Protocol:
	IPPROTO_UDP
	Selects UDP. This is often the number 0 (zero).


Then bind the socket to the desired port and address. Read the MIDP API documents at http://java.sun.com/javame/reference/apis/jsr118/ or similar.
Method C

We want a TCP socket.. The steps involved in establishing a socket on the client side are as follows:

1. Create a socket with the socket() system call

2. Connect the socket to the address of the server using the connect() system call

3. Send and receive data. There are a number of ways to do this, but the simplest is to use the read() and write() system calls.

The steps involved in establishing a socket on the server side are as follows:

1. Create a socket with the socket() system call

2. Bind the socket to an address using the bind() system call. For a server socket on the Internet, an address consists of a port number on the host machine.

3. Listen for connections with the listen() system call

4. Accept a connection with the accept() system call. This call typically blocks until a client connects with the server.

5. Send and receive data

	Domain:
	AF_INET
	Selects IPv4 Internet Protocol.

Variant to use depends on operating system.

	Type:
	SOCK_STREAM
	Selects ‘stream mode’ for use with TCP.

	Protocol:
	0
	Selects TCP automatically. This is often the number 0 (zero).


There is a useful tutorial at http://www.linuxhowtos.org/C_C++/socket.htm. In Java read the MIDP API documentation at http://java.sun.com/javame/reference/apis/jsr118/ or similar.
Questions on Task 2.1:

1. What is the string sent?

2. If you are using a mobile computer (laptop) with wireless, move your computer away from the transmitter slowly and observe what happens as the distance increases.   Observe the effect of any errors.  If you can’t do this in practice, consider what you would expect to occur. Do you expect to see any incorrect characters in the received message?  If so explain why.

3 When you get far enough away, your receiver will eventually stop receiving packets.  Will this start to happen gradually as you move away? 

4. Explain what is happening at the Physical and Data link layers of your computer’s wireless connection as you move away from the transmitter.
Task 2.2 Receive ASCII text string with CRC, subject to bit-errors (14 Marks)
This task now uses port 5002 where again a string of ASCII characters will be sent at intervals of about 10 seconds.  But now an 8-bit ‘CRC’ check will be transmitted as well. A simple 8 bit CRC is used with the generator polynomial x8 + x2 + x + 1.  The last byte of the message will be a CRC calculated from all but the last byte which contains the CRC. The byte/bit-stream will be transmitted with a few bit-errors to simulate the effect of noise on a WLAN.  Your program must check that the received bit-steam produces the received CRC byte, as calculated at the transmitter.   If it does not, the bit-stream, the CRC byte or both, will contain simulated bit-errors and your software should reject it.  
For method A, the software should then request an immediate re-transmission and repeat the CRC check (see note 1 below).  Once a message is received with the correct CRC check, it should be displayed on the screen. As in Task 2.1, do this repeatedly for each transmission in the 10 second cycle.   If you do not receive a correct version after five re-transmissions, print out a short ‘failure’ message and then simply wait for the first transmission of the next cycle.  

Method B and C clients can simply repeat the ‘NACK2` request they send to the server until they have collected a correct response. It would be interesting to count how many times  the data must be requested before obtaining a clean response?

Notes on Task 2.2:

1. For method A. A re-transmission may be requested by sending a unicast UDP datagram, on Port 5000, to IP address ‘192.168.0.100’ (or the address used to send the message to you if it is different to this, for example, because you are using the wired server).   The UDP datagram should contain the ASCII text ‘NACK2’.  If the server receives such a datagram from anybody within the multicast group, the message previously sent on port 5002 will be immediately retransmitted, though a maximum of five retransmissions will be allowed in any 10 second interval. NACK signifies ‘non-acknowledgment’.

For method B, the `NACK2’ messages are sent using unicast UDP packets as both the main method to obtain the data and for repeat requests.
For method C, the `NACK2’ messages are sent using TCP  for both the main method to obtain the data and for repeat requests.

2. This simple CRC is actually used by ‘ATM’ packets, though a more powerful 32-bit CRC is used by IEEE802.11.

3. CRC check algorithms will be studied in Lecture B5, and are also described at
http://en.wikipedia.org/wiki/Cyclic_redundancy_check .
In the ‘wiki’ reference, look at the Big-endian example. 

4. This exercise involves ‘bit-manipulations’.  We advise you to convert the ‘ASCII’ byte string and the CRC byte to binary arrays with one bit per integer word.  You may choose to use numbers 1 and 0, or ASCII characters ‘1’ and ‘0’ for the individual binary digits. This is not very efficient, but much simpler to develop and debug.  You may find Appendix D helpful.
5. To check that your CRC algorithm works before incorporating it into your final program for Task 2.2,  use the test example given in the Wiki reference, i.e. calculate the CRC for ‘01010111’ which should be ‘10100010’.

6.  The ASCII character string will remain the same for each re-transmission, but each re-transmission will be different because of the randomness of the simulated noise producing the bit-errors.  

7. The server has been programmed to only respond to 5 ‘NACK2’ messages per 10 second cycle to prevent us flooding the various networks with messages.  Ensure that your program sends a maximum of 5 ‘NACK2’ requests per 10 second cycle.  Not all NACK messages will receive a reply!
8. Double check your program to make sure it cannot ‘flood’ the network with ‘NACK2’ packets.
Questions on Task 2.2:

1 It is possible that sometimes the CRC will match but the message will still be wrong.  How are such occurrences minimised? 

2. How do the bit-errors arise in real WLANs?

3. This is one of many possible ‘automatic request repeat’ (ARQ) schemes.  Which scheme is used in the IEEE802.11 MAC layer?

Task 2.3 Receive ASCII text string with more bit-errors and CRC (6 Marks)
This task is identical to Task 2.2.

For method A. However you now read messages on port 5003. If the message fails the CRC check then you can again request a re-transmission by sending the byte sequence ‘NACK3’ to port 5000 on the server. As before, the server will respond to a maximum of five NACK3 requests per 10 second cycle.

For method B, clients send ‘NACK3` to port 5000 using UDP unicast. Otherwise proceed as for task 2.2.
For method C, clients send ‘NACK3` to port 5010 using TCP. Otherwise proceed as for task 2.2.
Questions on Task 2.3
1. What do you think has changed?

2. If you were implementing the real wireless system rather than using a simulation on top of it, what is most likely to be causing the differences? 

3. What can be done about it?

Task 2.4 IEEE 802.11 DSSS Coding with Bit-Errors and CRC (15 Marks)
For method A. For this task, the server sends, on port 5004.

For methods B and C send a ‘NACK4’ to request the data.

The data is sent as a string of ASCII characters plus an 8-bit CRC.   This is just as in Tasks 2.2 and 2.3, except that now a ‘spreading code’ is applied before the simulated bit-errors are introduced and the resulting bit-stream (call it a ‘chip-stream’) is transmitted.  The spreading code is the standard ‘11-chip per bit’ Barker sequence used by the original IEEE 802.11 standard.  Your software must receive the transmission and try to decode the message with its CRC, taking into account the possibility of bit-errors.  Some bit-errors in the spectrally spread transmission may be corrected and your program should implement an algorithm for doing this.
Notes on Task 2.4.

1. If the CRC check of the decoded message matches the CRC sent as the last normal byte of the message (before spreading) simply display the message. Remember that the CRC has also been spread and decoded, but it may still contain bit-errors. It may be that the text is correct but the CRC is wrong, but we have no way of knowing this, so we still discard the packet.  
For method A, if the message fails the CRC check, your program can again request a re-transmission by sending the byte sequence “NACK4” to port 5000 on the server. As before, the server will respond to a maximum of five NACK4 requests per ten second cycle.  If a correct message is not received with five re-transmissions, display a short failure message and wait for the first transmission of the next ten second cycle.

For method B, clients send ‘NACK4` to port 5000 using UDP unicast. If a correct message is not received after collecting five responses, display a short failure message

For method C, clients send ‘NACK4` to port 5010 using TCP. If a correct message is not received after collecting five responses, display a short failure message

2. The original IEEE 802.11 standard used a physical layer with Direct Sequence Spread Spectrum (DSSS) as described in the Schiller book, on the MOODLE web site and many other places. The server implements the original DSSS scheme using the standard 11-chip per bit Barker sequence used by IEEE 802.11. This means that instead of receiving ASCII bytes in each byte from the input socket, your program receives a sequence of bits packed into bytes. The server packs the bits in order from left-to-right, so if the bits represented unsigned numbers they would always have the most significant bit of the number first.

3. Schiller in his book ‘Mobile Communications’, on pages 56-59, explains what a DSSS signal is and how it is processed.  On pages 82-87, he explains this again but in terms of the operation of Code Division Multiple Access (CDMA) as used by many mobile telephones. 
4. For bit manipulations, we recommend that, as with Tasks 2.2 and 2.3, you convert the bytes read from the socket into binary arrays or strings of ‘1’s and ‘0’s. See Appendix D.  If the message is found, by checking the CRC, to be correct after error correction and de-spreading, your program will need to convert it back to a normal byte-string so that it can be displayed.  Decide how to discriminate between 0’s and 1’s in the input stream. It may be that you need to try more than one discrimination rule.

Questions on Task 2.4:

1. Do you see any erroneous characters?   If so explain why these occur, and if not explain their absence.
2. Why is spectral spreading used in (a) IEEE 802.11b WLANs and (b) cellular mobile telephony?
3. Do you believe spectral spreading to be an efficient error control mechanism?  Explain your reasons (briefly).

Task 2.5:  Convolutional coding & decoding (7 marks)
For method A. use port 5005. The server transmits, at intervals of about 10 seconds, an ASCII string with 8-bit CRC which is ‘half rate FEC coded using the (171,133) convolutional coder introduced in Lecture B5. The output of the convolutional coder, as received on port 5005, may have experienced bit-errors which a Viterbi decoder may or may not be able to correct.  For simplicity, we assume that ‘hard decision’ rather than the superior ‘soft decision’ detection is performed at the physical layer.  If the message fails the CRC check after FEC decoding, you can again request a re-transmission by sending the byte sequence ‘NACK5’ to port 5000 on the server. As before, the server will respond to a maximum of five NACK5 requests per 10 second cycle.  The task is to receive the bit-stream as though from a ‘hard decision’ detector, decode it, check it, apply ARQ and finally display the final result, even if it is wrong.  Do this repeatedly as in the previous tasks.  A ‘soft decision input’ Viterbi decoder is provided in ‘C’ and ‘Java’ source form and is described in Appendix B.
For methods B and C, read the method A text above. You send ‘NACK5’ messages using either UDP unicasts or TCP as in previous tasks. The response, if received will be as described for method A above.

Questions on Task 2.5
1. What is the message and was it displayed correctly?  
2. If you believed there to be no bit-errors, could you have discerned the message without the Viterbi decoder?
3. Why does the transmitter ‘flush’ the encoder’s memory at the end of the message?
 Task 2.6 Speech transmission & packet-loss concealment (PLC) (18 marks)
For method A. use port 5006. On port 5006, a ‘3 second’ recording of digitised speech is multicast as a sequence of 150 UDP packets. The sequence of 150 packets is repeated every 10 seconds, approximately.  Each packet contains 160 samples of G711 (A-law) encoded speech sampled at 8 kHz with 8 bits per sample mono-phonic.   The samples are augmented with an 8-bit index and finally an 8-bit CRC.     There is no convolutional coding or spreading, so each UDP packet contains 162 bytes.  The server will respond to a maximum of five ‘NACK6_N’ requests per packet within each 10 second cycle where N is the index (0-149) of the required retransmission.  The noise will vary with each retransmission.  An open secret, there will be an expectation of about 20% packet loss if packets ultimately failing the 8-bit CRC (after 5 tries) are discarded.   The task is to listen to the speech with CRC failing packets replaced by (i) zero packets (ii) a repetition of the previous correctly received packet.  Compare the quality and intelligibility of the speech.  Then, regardless of whether the CRC succeeds or fails, use the possibly damaged received segment and observe the speech quality and the effect of the bit-errors.  

A means of converting from A-law to 16-bit uniform in order to play the sound back through the computer’s sound card is provided in Appendix C.1.
For methods B and C, read the method A text above. You send ‘NACK6_N’ messages using either UDP unicasts or TCP as in previous tasks. N is the index (0 to 149) of the required transmission. The response, if received will be as described and processed as for method A above.

To play the sound on a mobile phone or similar hardware you will be provided with some guidance, possibly code, to convert the A’law sound into a WAV format file which almost all devices are capable of playing. This guidance will eventually appear as appendix  C.2.
Questions on Task 2.6:

6. Was the speech received and if so what was said?

7. Comment on the effectiveness of the PLC processes and suggest or research a better one.

8. Is it better to use PLC or simply listen to damaged packets?

9. Is it possible to remove the worst ‘glitches’ in damaged packets?

10. If it were possible to combine a number of retransmissions, each ‘damaged’ in different ways because of the random nature of the noise,  how could you attempt to produce a correct or less severely damaged packet from a number of damaged ones.  Produce some code and try it out on the transmissions collected by your client.  
Final Questions (Answer these before handing in your work) (20 marks)
1.
List the main advantages and disadvantages of the four error control techniques investigated here?  Present your answer as a table with 3 columns as shown below: (8 marks)
	Technique
	Advantages
	Disadvantages

	CRC

	
	

	Spreading


	
	

	FEC


	
	

	PLC


	
	


2.  Bearing in mind the cost of transmissions in terms of ‘energy per bit’ for battery powered mobile equipment, which is the most economical? (3 marks)
3.  A WLAN interface will reject and discard any packet received which fails the CRC at the data link layer.  A number of ARQ retransmissions take place until either a correct packet is received or the ARQ process terminates.  Comment on the effectiveness of this process for data and VoIP.  If it were possible to combine a number of retransmissions, with each transmission ‘damaged’ in different ways because of the random nature of the noise’ how could you attempt to produce a correct packet from a number of damaged ones.  This was referred to in Task 2.6 for speech, so now consider how you would apply it to the transmissions from Task 2.3.  What are the advantages and disadvantages of doing this?  (5 marks)
4.  How could you improve on the damaged packet processing proposed for Task 2.6 and question 3 above, if ‘soft decision’ detection is adopted. We assume there is no convolutional coding, though, in fact, there are soft decision output Viterbi decoders which would allow the process you propose to be applied when the transmission is convolutionally coded (beyond our syllabus this year).  (4 marks)  

Appendix A – Brief notes on Multi Cast

IP addresses

All multicast IP addresses are class D in the address range 224.0.0.0 - 239.255.255.255. The first 4 bits must be the pattern 1110 followed by a further 28 bits to form a complete 32 bit address.

	1
	1
	1
	0
	Rest of the Multi Cast Address


The 28 bits forming the "Rest of the Multi Cast Address" are known as the "group" address.

Some special multicast groups are used for network administration and should not be used by MOST applications:

· 224.0.0.1 is the all-hosts group. If you ping that group, all multicast capable hosts on the network should answer, as every multicast capable host must join that group at start-up on all it's multicast capable interfaces.

· 224.0.0.2 is the all-routers group. All multicast routers must join that group on all their multicast capable interfaces.

· 224.0.0.4 is the all DVMRP routers, 224.0.0.5 the all OSPF routers, 224.0.013 the all PIM routers, etc.

The ranges 224.0.0.0 through 224.0.0.255 and 239.0.0.0 to 239.255.255.255 are reserved.

Support Levels

There are 3 different levels of support for Multi Cast:

Level 0

Provides no support for IP MultiCasting. Most Internet routers are in this state to stop multicast packets being propagated everywhere. IPv4 supports this state but IPv6 requires support for multicast so IPv6 hosts and routers should not be in this state.

Level 1

Adds support for sending but not receiving multicasts. This means anyone, not just group members can send multicasts.

Level 2

Can both send and receive multicasts. There must be support for joining and leaving multicast groups using Internet Group Management Protocol (IGMP) which must be supported in the TCP/IP stack.

All multicast transmissions use UDP not TCP. TCP requires acknowledgments etc., which are not sensible for multicast systems. To send a datagram, an application needs to open a multicast address socket and simple send data to it. However, some other specifics must be considered.

Creating a socket

Before you can communicate with the network, you must create a socket and bind it to the correct network interface. Your socket must be configured.

Which Network Interface is Used?

The operating system will choose which interface to use in lots of cases. However, on a machine with multiple interfaces (and to be sure when there is only one interface) it is best to tell the system explicitly which network interface you wish to use. 

struct in_addr interface_addr;

setsockopt (socket, IPPROTO_IP, IP_MULTICAST_IF, 

                    &interface_addr, sizeof(interface_addr));

You must set the variable interface_addr with the IP address of the network interface card you wish to use for the given socket to receive and send multicast datagrams. On most machines, the interfaces are all multicast capable, if they are not you can query the interface’s capability but this should not be required.
Group Membership

You must be a member of a multicast group to receive packets sent to that group. In C you must load a data structure to join the group:

struct ip_mreq

{

        struct in_addr imr_multiaddr; /* IP multicast address of group */

        struct in_addr imr_interface; /* local IP address of interface */

};

You load the group address into imr_multiaddr and the local address of your network interface into imr_interface. A useful feature is the ability to use the INADDR_ANY address (0.0.0.0) on most systems in which case the operating system decides which interface you meant for the group.

Given the data structure, you then add your computer to the multicast group in C by:

setsockopt (socket, IPPROTO_IP, IP_ADD_MEMBERSHIP, &mreq, sizeof(mreq));

Time To Live (TTL)

This is a simple decrement counter sent as part of every datagram. Every router decrements the counter by one as a datagram passes through it. When the counter reaches zero the datagram is dropped i.e. it is not re transmitted. In IPv4 the TTL is also called "threshold". Thresholds limit the scope where a multicast datagram is re-transmitted. The simple meaning of these scopes is:

	TTL Range
	Scope

	0
	Restricted to the same host.

	1
	Restricted to the same subnet.

	< 32
	Restricted to the same site.

	< 64
	Restricted to the same region.

	< 128
	Restricted to the same continent.

	< 255
	Unrestricted.


Unfortunately, nobody knows what some of these terms mean exactly. In addition, these scopes are not suitable for all uses. Therefore, the address range 239.0.0.0 to 239.255.255.255 is reserved for administratively scoped IPv4 multicast regions which use the multicast address rather than the TTL to derive the scope of a datagram.

The default TTL is 1. This will probably work in the laboratory but a slightly higher value is safer. I strongly recommend you use a value in the range 1 <= value <= 31. Using a value outside this range may result in your account being blocked by the University if your packets escape into the networks outside our laboratory. In C you write something like:

u_char ttl = 0x10;

setsockopt(socket, IPPROTO_IP, IP_MULTICAST_TTL, &ttl, sizeof(ttl));
Loopback

When a level 2 device sends a multicast to a group it is a member of,  the datagram is looped back into the input queue of the sending device. This means that the sender also appears to receive the datagram that it sent. This is often useful as it allows a device to see exactly what it sent, but can be switched off if not required. 

You probably want to disable loopback. In C you would write:

setsockopt(socket, IPPROTO_IP, IP_MULTICAST_LOOP, 0, 1);

Interface Selection

On a machine with several interface cards, e.g. a wired and a wireless card it is necessary to route the datagram to the correct card using e.g. its associated IP address in the routing tables of the device.

Further Reading

The Multicast over TCP/IP HOWTO  “http://tldp.org/HOWTO/Multicast-HOWTO.html#toc2” gives most of the detailed knowledge required to create a multicast connection. 

APPENDIX B:  VITERBI DECODER

We have adapted a ‘C’ Viterbi decoder* and made it available as:
(i) A ‘C’ source file with ‘main’ test program (‘bbsdvd.c’) 

(ii) An ‘executable’ capable of decoding a file containing a convolutionally encoded ‘hard decision’ detected bit-stream (bbsdvd.exe)

 (iii)      A Java version with test program.
To run the executable:



‘bbsdvd    input_file_length    input_file    output_file’
The input and output files should contain integers which are ‘1’ or ‘0’.  The test data generator gives an idea how the files may be generated.  In addition, a means of generating test data in the form of an original bit-stream and a convolutionally encoded version of this bit-stream is provided as ‘convtest.c’.  The three files may be downloaded from 
www.cs.man.ac.uk/~barry/mydocs/MyComp60242 .

To integrate the source code, simply compile it alongside your own code in C or Java and call the required methods. If you use a different language, you must work out how to integrate the decoder using a cross language interface. Most languages can call code written in C.

It is just as easy (or difficult) to produce a ‘soft decision’ Viterbi decoder as to produce a ‘hard decision’ one, so we are using a soft decision Viterbi decoder with the input restricted to hard decisions.  This version of the Viterbi decoder has been restricted to ‘half rate’ coders of constraint length 7.  The introductory comments in the ‘C’ source listing should make it clear how to call the decoder or use the exe version. 
Remember that the server  ‘flushes’ the encoder with 8 zeros after the data; 6 would have been enough actually.  The decoder does not deliver the final 6 bits, so we should always get two of the flushing zero bits on the end of any message.  These can be discarded.

The code may be downloaded in ‘text’ form from the web-site mentioned above.
* With acknowledgements to ‘Spectrum Applications, Derwood,MD, USA’



Appendix C: Conversion of A-law to Uniform
Attached are two routines in 'C':  'bbalawexp' and 'bbalawexptable'.

They do exactly the same thing: i.e. convert a single A-law (G711) sample to a 16-bit uniformly quantised sample which is ready to be output directly to a sound card. If you are a 'C' programmer, just use either routine.  If you are not, it may be easier to adapt the table version to a different language.  There is a little test program attached to convince you they are identical.
This Appendix can be found in text form on 

www.cs.man.ac.uk/~barry/mydocs/myComp60242

The file-name is: MC07-Lab-App-C.txt.
#include <stdlib.h>

#include <stdio.h>

/* Convert one sample of ALAW to one uniform sample. */

short  bbalawexp(short alaw)

{

    short    unif, ix, mant, iexp;

    ix = alaw ^ (0x0055);
/*Invert even bits */

    ix &= (0x007F);

      /* remove sign */

    iexp = ix >> 4;

      /* remove exponent */

    mant = ix & (0x000F);
      /* get mantissa */

    if (iexp > 0)  

        mant = mant + 16;  /* prefix '1', if exp > 0 */

    mant = (mant << 4) + (0x0008);
/* mantissa left justified and round */

    if (iexp > 1) 

        mant = mant << (iexp - 1);  /*left shift*/

    if (alaw > 127) 

        unif = mant ;

    else unif = -mant;

    return(unif);

}

/*============================================================*/
short  bbalawexptable(short alaw)

{

   short unif;

   /* Convert one sample of ALAW to one uniform sample. */

   short alawtable[256] = {

   -5504, -5248,   -6016,  -5760,  -4480,  -4224,  -4992, -4736,   -7552,  -7296,

   -8064,  -7808,  -6528,  -6272,  -7040,  -6784,  -2752, -2624,   -3008,  -2880,

   -2240,  -2112,  -2496,  -2368,  -3776,  -3648,  -4032,  -3904,  -3264,  -3136,

   -3520,  -3392,  -22016, -20992, -24064, -23040, -17920, -16896, -19968, -18944,

   -30208, -29184, -32256, -31232, -26112, -25088, -28160, -27136, -11008, -10496,

   -12032, -11520, -8960,  -8448,  -9984,  -9472,  -15104, -14592, -16128, -15616,

   -13056, -12544, -14080, -13568, -344,   -328,   -376,   -360,   -280,  -264,

   -312,   -296,   -472,   -456,   -504,   -488,   -408,   -392,   -440,  -424,

   -88,    -72,    -120,   -104,   -24,     -8,    -56,    -40,    -216 , -200,

   -248,   -232,   -152,   -136,   -184,    -168,  -1376,  -1312,  -1504, -1440,

   -1120,  -1056,  -1248,  -1184,  -1888,   -1824,  -2016, -1952,  -1632, -1568,

   -1760,  -1696,  -688,   -656,   -752,    -720,   -560,  -528,   -624,  -592,

   -944,   -912,   -1008,  -976,   -816,    -784,   -880,  -848,   5504,  5248,

   6016,   5760,   4480,   4224,   4992,    4736,   7552,  7296,   8064,  7808,

   6528,   6272,   7040,   6784,   2752,    2624,   3008,  2880,   2240,  2112,

   2496,   2368,   3776,   3648,   4032,    3904,   3264,  3136,   3520,  3392,

   22016,  20992,  24064,  23040,  17920,   16896,  19968, 18944,  30208, 29184,

   32256,  31232,  26112,  25088,  28160,   27136,  11008, 10496,  12032, 11520,

   8960,   8448,   9984,   9472,   15104,   14592,  16128, 15616,  13056, 12544,

   14080,  13568,  344,    328,    376,     360,    280,   264,    312,   296,

   472,    456,    504,    488,    408,     392,    440,   424,    88,    72,

   120,    104,    24,     8,      56,      40,     216,   200,    248,   232,

   152,    136,    184,    168,    1376,    1312,   1504,  1440,   1120,  1056,

   1248,   1184,   1888,   1824,   2016,    1952,   1632,  1568,   1760,  1696,

   688,    656,    752,    720,    560,     528,    624,   592,    944,    912,

   1008,   976,    816,    784,    880,     848,

   };

   unif = alawtable[alaw];

   return(unif);

}

/*======== ========= ========= ======== ==========*/
int  main (int argc, char* argv[])

{

    short alaw, uniffunc, uniftbl;

    for(alaw = 0; alaw < 256; alaw ++)

    {

      uniffunc =  bbalawexp(alaw);

      uniftbl = bbalawexptable(alaw);

      if (uniffunc != uniftbl)

          printf("error at alaw  = %d! \n", alaw);

    }

    return (0);

}

Appendix D: Binary Arithmetic for ‘Mobile Computing’ Lab2

The following methods/functions may be useful in Java or ‘C’:

/* Java method 'deci2bin' converts a positive integer ‘d’ to a ‘binary array’ , i.e. a one dimensional array ‘b’ of integers each being 1 or 0.    Array ‘b’ is of length ‘size’ which is normally 8 or 16.  The first element of the array represents the most significant bit.   Leading zeroes may appear. */
  static void deci2bin(int d, int size, int []b)

  {

    b[size-1] = d&0x01;

    for (int i = size - 2; i >= 0; i--) {

        d = d >> 1;

        b[i] = d & 0x01;

    }

  }

/* Java method 'bin2deci' converts a positive binary integer stored in a ‘binary array’ b of length ‘size’ to an integer.  The ‘binary array’ is an integer array of individual ones and zeros, and is a convenient, though inefficient way of representing a binary number.  */

  static int  bin2deci(int []b, int size)

  {    

    int i, d=0;

    for (i = 0; i < size; i++)

        d += b[i] << (size - i - 1);

    return(d);

  }

/*============ ================ ================ =====================/

/* ‘C’ function  'deci2bin' converts a positive integer ‘d’ to a ‘binary array’ b, i.e. a one dimensional array of integers each being 1 or 0.    The array ‘b’ is of length ‘size’ which is normally 8 or 16.  The first element of the array represents the most significant bit.   Leading zeroes appear as necessary */ */

void deci2bin(int d, int size, int *b) {

    int i;

    for(i = 0; i < size; i++)  b[i] = 0;

    b[size - 1] = d & 0x01;

   for (i = size - 2; i >= 0; i--) {

        d = d >> 1;

        b[i] = d & 0x01;

    }

}

/*========= ============================ ================ =============*/

/* ‘C’ function 'bin2deci' converts a positive binary integer stored in a ‘binary array’ b  of length ‘size’ to an integer.  The ‘binary array’ is an integer array of individual ones and zeros, and is a convenient, though inefficient way of representing a binary number.  */ */

int bin2deci(int *b, int size) {

    int i, d;

    d = 0;

    for (i = 0; i < size; i++)

        d += b[i] << (size - i - 1);

    return(d);

}

/*===========================================================*/

Last modified by Nick 24 Feb 2010 – then some minor mods by Barry



















































































































































































































































































































































































































































� http://java.sun.com/javame/index.jsp
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