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Comp30291: Digital Media Processing

Section 6:  Sampling & Reconstruction    

This section is concerned with digital signal processing systems capable of operating on analogue signals which must first be sampled and digitised.  The resulting digital signals often need to be converted back to analogue form or “reconstructed”.  Before starting, we review some facts about analogue signals.

6.1. Some analogue signal theory:

1.  Given an analogue signal xa(t),  its analogue Fourier Transform Xa(j() is its spectrum where ( is the frequency in radians per second.  Xa(j() is complex but we often concentrate on the modulus |Xa(j()|.
2.   An analogue unit impulse ((t) may be visualised as a very high (infinitely high in theory) very narrow (infinitesimally narrow) rectangular pulse, applied starting at time t=0, with area (height in volts times width in seconds) equal to one volt-second.  The area is the impulse strength.  We can increase the impulse strength by making the pulse we visualise higher for a given narrowness.  The “weighted” impulse then becomes A((t) where A is the new impulse strength.  We can also delay the weighted impulse  by ( seconds to obtain A((t-().  An upward arrow labelled with “A” denotes an impulse of strength A.

6.2 Sampling an analogue signal

Given an analogue signal xa(t) with Fourier Transform Xa(j(), consider what happens when we sample xa(t) at intervals of T seconds to obtain the discrete time signal {x[n]} defined as the sequence: 

                           { ...,x[-1],  x[0],  x[1],  x[2],  x[3], ... }

with the underlined sample occurring at time t=0.  It follows that x[1] = xa(T), x[2] = xa(2T), etc. The sampling rate is 1/T Hz or 2(/T radians/second.

Define a new analogue signal xS(t) as follows:





           = sampleT{x(t)}

where ((t) denotes an analogue impulse.  As illustrated in Figure 1, xs(t) is a succession of delayed impulses, each impulse being multiplied by a sample value of {x[n]}.  The Fourier transform of xs(t) is:
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If we replace (  by  (T, this expression is ready  known to us as the discrete time Fourier transform (DTFT) of {x[n]}. 

6.3. Relative frequency:  Remember that (  is ‘relative frequency’ in units of “radians per sample”.  It is related to ordinary frequency, ( in radians/second, as follows:-

                          (  =  (T   =   (/fs where fs is the sampling rate in Hertz.

6.4 Discrete time Fourier transform (DTFT) related to Fourier Transform:

The DTFT of {x[n]} is therefore identical to the Fourier transform (FT) of the analogue signal xS(t) with ( denoting (T. 

6.5. Relating the DTFT of {x[n]} to the FT of xa(t):

What we really want to do is relate the DTFT of {x[n]} to the Fourier Transform (FT) of the original analogue signal xa(t). To achieve this we quote a convenient form of the 'Sampling Theorem':



Given any signal xa(t) with Fourier Transform Xa(j(), the Fourier Transform of 

             xS(t) = sampleT{xa(t)}  is  XS(j() = (1/T)repeat2(/T{Xa(j()}.

· By 'sampleT{xa(t)}' we mean a series of impulses at intervals T each weighted by the appropriate value of xa(t) as seen in fig 1.

· By 'repeat2(/T{Xa(j()}' we mean (loosely speaking) Xa(j() repeated at frequency intervals of 2(/T. This definition will be made a bit more precise later when we consider 'aliasing'.

This theorem states that Xs(j() is equal to the sum of an infinite number of identical copies of Xa(j() each scaled by 1/T and shifted up or down in frequency by a multiple of 2(/T radians per second, i.e.

    
[image: image2.wmf]×

×

×

×

×

×

+

p

+

w

+

p

-

w

+

w

=

w

 

 

))

T

/

2

(

 

j

(

X

T

1

 

 

))

T

/

2

(

 

j

(

X

T

1

 

 

)

j

(

X

T

1

 

 

)

j

(

X

a

a

a

s


This equation is valid for any analogue signal xa(t).  

6.6: Significance of the Sampling Theorem:

For an analogue signal xa(t) which is band-limited to a frequency range between -(/T and +(/T radians/sec ((fs/2 Hz) as illustrated in Figure 2, Xa(j() is zero for all values of ( with (( ( ( (/T. It follows that

                       Xs(j()  =  (1/T) Xa(j()     for    -(/T  <  ( < (/T                     


This is because Xa(j(( - 2(/T)), Xa(j(( + 2(/T) and Xa(j() do not overlap.  Therefore if we take the DTFT of  {x[n]} (obtained by sampling xa(t)), set (=(/T to obtain XS(j(), and then remove everything outside ((/T radians/sec and multiply by T, we get back the original spectrum Xa(j() exactly;  we have lost nothing in the sampling process.  From the spectrum we can get back to xa(t) by an inverse FT.  We can now feel confident when applying DSP to the sequence {x[n]} that it truly represents the original analogue signal without loss of fidelity due to the sampling process.  This is a remarkable finding of the “Sampling Theorem”.

6.7: Aliasing distortion 

In Figure 3, where Xa(j() is not band-limited to the frequency range -(/T to (/T, overlap occurs between Xa(j((-2(/T)), Xa(j() and Xa(j((+2(/T)).  Hence if we take Xs(j() to represent Xa(j()/T  in this case for

 -(/T < (< (/T, the representation will not be accurate, and Xs(j() will be a distorted version of Xa(j()/T.  This type of distortion, due to overlapping in the frequency domain, is referred to as aliasing distortion.

· The precise definition of 'repeat2(/T{X(j()}' is "the sum of an infinite number of identical copies of Xa(j() each scaled by 1/T and shifted up or down in frequency by a multiple of 2(/T radians per second".  It is only when Xa(j() is band-limited between ((/T that our earlier 'loosely speaking' definition strictly applies.  Then there are no 'overlaps' which cause aliasing.

The properties of X(ej(), as deduced from those of Xs(j() with (= (T, are now summarised.

6.8: Properties of DTFT of {x[n]} related to Fourier Transform of xa(t):

 (i)  If {x[n]} is obtained by sampling xa(t) which is bandlimited to (fs/2 Hz (i.e. (2(/T radians/sec), 

      at fs (= 1/T) samples per second then

       X(e j ()  =  (1/T) Xa(j()    for    -(  <  (  (= (T)   <  (             

       Hence X(ej() is closely related to the analogue frequency spectrum of xa(t) and is referred to 

       as the "spectrum" of  {x[n]}.

(ii)  X(e j () is the Fourier Transform of an analogue signal xs(t) consisting of a succession of 

      impulses at intervals of T = 1/fs seconds multiplied by the corresponding elements of {x[n]}.

6.9: Anti-aliasing filter:  To avoid aliasing distortion, we have to low-pass filter xa(t) to band-limit the signal to (fS/2 Hz.  It then satisfies “Nyquist sampling criterion”.

Example:    xa(t) has a strong sinusoidal component at 7 kHz.  It is sampled at 10 kHz without an anti-aliasing filter.  What happens to the sinusoids?

Solution:

                    


                 


It becomes a 3 kHz (=10 – 7kHz) sine-wave & distorts the signal.

6.10: Reconstruction of xa(t):  

Given a discrete time signal {x[n]}, how can we reconstruct an analogue signal xa(t), band-limited to (fs/2 Hz, whose Fourier transform is identical to the DTFT of {x[n]} for frequencies in the range -fs/2 to fs/2?  

Ideal reconstruction:  In theory, we must first reconstruct xs(t) (requires ideal impulses) and then filter using an ideal low-pass filter with cut-off (/T radians/second. 

In practice we must use an approximation to xs(t) where each impulse is approximated by a pulse of finite voltage and non-zero duration:-


The easiest approach in practice is to use a "sample and hold" (sometimes called “zero order hold”) circuit to produce a voltage proportional to (1/T)x(t) at t = mT, and hold this fixed until the next sample is available at t = (m+1)T.  This produces a “staircase” wave-form as illustrated below.  The effect of this approximation may be studied by realising that the sample and hold approximation could be produced by passing xs(t) through a linear circuit, which we can call a sample and hold filter, whose impulse response is as shown below:-


A graph of the gain-response of the sample & hold circuit shows that the gain at ( = 0 is 0 dB, and the gain at (/T is 20 log10(2/() = -3.92 dB.  Hence the reconstruction of xa(t) using a sample and hold approximation to xs(t) rather than xs(t) itself incurs a frequency dependent loss (roll-off) which increases towards about 4 dB as ( increases towards (/T.  This is called the ‘sample & hold roll-off’ effect.  In some cases the loss is not too significant and can be disregarded.  In other cases a compensation filter may be used to cancel out the loss. 

6.11: Quantisation error:  The conversion of the sampled voltages of xa(t) to binary numbers produces a digital signal that can be processed by digital circuits or computers.  As a finite number of bits will be available for each sample, an approximation must be made whenever a sampled value falls between two voltages represented by binary numbers or quantisation levels.  

         


An m bit uniform A/D converter has 2m quantisation levels, ( volts apart.  Rounding the true samples of {x[n]} to the nearest quantisation level for each sample produces a quantised sequence {

[n]} with elements:

                   

[n]  =  x[n]  +  e[n]     for all n.

Normally e[n] lies between -(/2 and +(/2, except when the amplitude of x[n] is too large for the range of quantisation levels. 

Ideal reconstruction (using impulses and an fs/2 cut-off ideal low-pass filter) from 

[n] will produce the analogue signal xa(t) + e(t) instead of xa(t), where e(t) arises from the quantisation error sequence {e[n]}. Like xa(t), e(t) is bandlimited to ( fs/2 by the ideal reconstruction filter.  {e[n]} is the sampled version of e(t).  Under certain conditions, it is reasonable to assume that if samples of xa(t) are always rounded to the nearest available quantisation level, the corresponding samples of e(t) will always lie between -(/2 and +(/2 (where ( is the difference between successive quantisation levels), and that any voltage in this range is equally likely regardless of xa(t) or the values of any previous samples of e(t).  It follows from this assumption that at each sampling instant t = mT, the value e of e(t) is a random variable with zero mean and uniform probability distribution function.  It also follows that the power spectral density of e(t) will show no particular bias to any frequency in the range -fs/2 to fs/2 will therefore be flat as shown below:-



In signal processing, the 'power' of an analogue signal is the power that would be dissipated in a 1 Ohm resistor when the signal is applied to it as a voltage.  If the signal were converted to sound, the power would tell us how loud the sound would be.  It is well known that the power of a sinusoid of amplitude A is A2/2 watts. Also, it may be shown that the power of a random (noise) signal with the probability density function shown above is equal to (2/12 watts.  We will assume these two famous results without proof.  

A useful way of measuring how badly a signal is affected by quantisation error (noise) is to calculate the following quantity:
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Example:  What is the SQNR if the signal power is (a) twice and (b) 1,000,000 times the quantisation noise power?

Solution:  (a) 10 log10(2) = 3 dB.     (b) 60 dB.
To make the SQNR as large as possible we must arrange that the signal being digitised is large enough to use all quantisation levels without excessive overflow occurring.  This often requires that the input signal is amplified before analogue-to-digital (A/D) conversion.  

Consider the analogue-to-digital conversion of a sine-wave whose amplitude has been amplified so that it uses the maximum range of the A/D converter.   Let the number of bits of the uniformly quantising A/D converter be m and let the quantisation step size  be ( volts.  The range of the A/D converter is from 
-2m-1( to +2m-1( volts and therefore the sine-wave amplitude is 2m-1( volts.  

The power of this sine-wave is (2m-1()2 / 2 watts and the power of the quantisation noise is (2/12 watts.  Hence the SQNR is:-

   


= 1.8 + 6m dB.   ( i.e. approx 6 dB per bit)

This simple formula is often assumed to apply for a wider range of signals which are approximately sinusoidal.

Example:  (a) How many bits are required to achieve a SQNR of 60 dB with sinusoidally shaped signals amplified to occupy the full range of a uniformly quantising  A/D converter?

(b) What SQNR is achievable with a 16-bit uniformly quantising A/D converter applied to sinusoidally shaped signals?

Solution:  (a) About ten bits.    (b) 97.8 dB.  

6.12 Block diagram of a DSP system for analogue signal processing

       


Antialiasing LPF: Analogue low-pass filter with cut-off  fS/2 to remove (strictly, to sufficiently attenuate)

                            any spectral energy which would be aliased into the signal band.

Analogue S/H:    Holds input steady while  A/D conversion process takes place.

A/D convertr:     Converts from analogue voltages to binary numbers of  specified word-length.

    Quantisation error incurred.  Samples taken at fS Hz.

Digital processor:  Controls S/H and ADC to determine fS  fixed by a sampling clock connected via an 

      input port.  Reads samples from  ADC when available, processes them & outputs

     to DAC.  Special-purpose DSP devices (microprocessors) designed specifically for this 

     type of processing.

D/A convertr: 
    Converts from binary numbers to analogue voltages.  "Zero order hold" or "stair-case 

     like" waveforms normally produced.

S/H compensation: Zero order hold reconstruction multiplies spectrum of output by sinc(( f/fS) 

    Drops to about 0.64 at fS/2.  Lose up to -4 dB.

    S/H filter compensates for this effect by boosting the spectrum as it approaches fS/2.  

    Can be done digitally before the DAC or by an analogue filter after the DAC.

Reconstruction LPF: Removes "images" of -fs/2 to fs/2 band produced by S/H reconstruction.  

    Specification similar to that of input filter. 

Example: Why must analogue signals be low-pass filtered before they are sampled?
If {x[n]} is obtained by sampling xa(t) at intervals of T, the DTFT  X(ej() of {x[n]} is (1/T)repeat2(/T{Xa(j()}.   This is equal to the FT of xS(t) = sampleT(xa(t))

If xa(t) is bandlimited between ((/T then Xa(j() =0 for |(| > (/T.  

It follows that X(ej() = (1/T)Xa(j() with (=(T.  No overlap.

We can reconstruct xa(t) perfectly by producing the series of weighted impulses xS(t) & low-pass filtering. No informatn is lost.  In practice using pulses instead of impulses give good approximation.

Where xa(t) is not bandlimited between ((/T then overlap occurs & XS(j() will not be identical to Xa(j() in the frequency range (fs/2 Hz.  Lowpass filtering xS(t) produces a distorted  (aliased) version of xa(t).  So before sampling we must lowpass filter xa(t) to make sure that it is bandlimited to ((/T i.e. fS/2 Hz 

6.13. Choice of sampling rate:  Assume we wish to process xa(t) band-limited to  ( F Hz.   F could be 20 kHz, for example.

In theory, we could choose fS = 2F Hz. e.g. 40 kHz.  There are two related problems with this choice.
(1) Need very sharp analogue anti-aliasing filter to remove everything above F Hz.

(2) Need very sharp analogue reconstruction filter to eliminate images (ghosts):

To illustrate problem (1), assume we sample a musical note at 3.8kHz (harmonics at 7.6, 11.4, 15.2, 19, 22.8kHz etc.  See figure below.  Music bandwidth F=20kHz sampled at 2F = 40 kHz.

Need to filter off all above F without affecting harmonics below F. Clearly a very sharp (‘brick-wall’) low-pass filter would be required and this is impractical (or impossible actually).

The consequences of not removing the musical harmonics above 20kHz (i.e. at 22.8, 26.6 and  30.4 kHz) by low-pass filtering would that they would be ‘aliased’ and become sine-waves at 40-22.8 = 17.2 kHz, 40-26.6 = 13.4 kHz, and 40-30.4 = 9.6 kHz.  These aliased frequencies are not harmonics of the fundamental 3.8kHz and will sound ‘discordant’.  Worse, if the 3.8 kHz note increases for the next note in a piece of music, these aliased tones will decrease to strange and unwanted effect.

To illustrate problem (2) that arises with reconstruction when fS = 2F, consider the graph below.
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Again it is clear that a ‘brick-wall filter is needed to remove the inmages (ghosts) beyond (F without affecting the music in the frequency range (F . 

Effect of increasing the sampling rate:

Slightly over-sampling:  Consider effect on the input antialiasing filter requirements if the music bandwidth remains at (F = (20kHz, but instead of sampling at fS = 40 kHz we ‘slightly over-sample’ at

44.1kHz. See the diagram below.  To avoid input aliasing, we must filter out all signal components above fS/2 = 22.05 kHz without affecting the music within (20kHz.
We have a ‘guard-band’ from 20 to 22.05 kHz to allow the filter’s gain response to ‘roll off’ gradually.

So the analogue input filter need not be ‘brick-wall’.

It may be argued that guard-band is 4.1kHz as the spectrum between 22.05 and 24.1kHz gets aliased to the range 20-22.05kHz which is above 20kHz.  Once the signal has been digitised without aliasing, further digital filtering may be applied to efficiently remove any signal components between 20 kHz and 22.05 kHz that arise from the use of a simpler analogue input antialiasing filter.
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Analogue filtering is now easier.  To avoid aliasing, the analog input filter need only remove everything above fS - F  Hz.   For HI-FI, it would need to filter out everything above 24.1 kHz without affecting 0 to 20 kHz.

Higher degrees of over-sampling:   Assume we wish to digitally process signals bandlimited to (F Hz and that instead of taking 2F samples per second we sample at twice this rate, i.e. at 4F Hz.  

The anti-aliasing input filter now needs to filter out only components above 3F (not 2F) without distorting 0 to F.  Reconstruction  is also greatly simplified as the images start at ( 3F as illustrated below. These are now easier to remove without affecting the signal in the frequency range  ( F.

              


Therefore over-sampling clearly simplifies analogue filters.  But what is the effect on the SQNR?

Does the SQNR (a) reduce, (b) remain unchanged or (c) increase ?

As ( and m remain unchanged the maximum achievable SQNR Hz is unaffected by this increase in sampling rate.  However, the quantisation noise power is assumed to be evenly distributed in the frequency range ( fS/2, and fS has now been doubled.  Therefore the same amount of quantisation noise power is now more thinly spread in the frequency range (2F Hz rather than (F Hz. 
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It would be a mistake to think that the reconstruction low-pass filter must always have a cut-off frequency equal to half the sampling frequency.   The cut-off frequency should be determined according to the bandwidth of the signal of interest, which is (F in this case.   The reconstruction filter should therefore have cut-off frequency F Hz. Apart from being easier to design now, this filter will also in principle remove or significantly attenuate the portions of quantisation noise (error) power between F and 2F.

Therefore, assuming the quantisation noise power to be evenly distributed in the frequency domain, setting the cut-off frequency of the reconstruction low-pass filter to F Hz can remove about half the noise power and hence add 3 dB to the maximum achievable SQNR.  

Over-sampling can increase the maximum achievable SQNR and also reduces the S/H reconstruction roll-off effect.  Four times and even 256 times over-sampling is used.  The cost is an increase in the number of bits per second (A/D converter word-length times the sampling rate), increased cost of processing, storage or transmission and the need for a faster A/D converter.  Compare the 3 dB gained by doubling the sampling rate in our example with what would have been achieved by doubling the number of ADC bits m.  Both result in a doubling of the bit-rate, but doubling m increases the max SQNR by 6m dB i.e. 48 dB if an 8-bit A/D converter is replaced by a (much more expensive) 16-bit A/D converter.  The following table illustrates this point further for a signal whose bandwidth is assumed to be 5 kHz.

	m
	fS
	Max SQNR
	bit-rate

	10
	10 kHz
	60 dB
	100 k

	10
	 20 kHz
	63 dB
	200 k

	12
	10 kHz
	72 dB
	120 k


Conclusion: Over-sampling simplifies the analogue electronics, but is less economical with digital processing/storage/transmission resources.

6.14. Digital anti-aliasing and reconstruction filters.  We can get the best of both worlds by sampling at a higher rate, 4F say, with an analogue filter to remove components beyond (3F, and then applying a digital filter to the digitised signal to remove components beyond  ( F.  The digitally filtered signal may now be down-sampled (“decimated”) to reduce the sampling rate to 2F.  To do this, simply omit alternate samples.

To reconstruct: “Up-sample” by placing zero samples between each sample:

       e.g.      { …, 1, 2, 3, 4, 5, …}    with    fS = 10 kHz

becomes {…, 1, 0, 2, 0, 3, 0, 4, 0, 5, 0,  …}  at 20 kHz.

This creates images (ghosts) in the DTFT of the digital signal.  These images occur from F to 2F and can be removed by a digital filter prior to the A/D conversion process.  We now have a signal of bandwidth F sampled at fS = 4F rather than 2F.  Reconstruct as normal but with the advantages of a higher sampling rate.

6.15: Compact Disc (CD) format:  

Compact discs store high-fidelity (hi-fi) sound of 20 kHz bandwidth sampled at 44.1 kHz.  Each of the two stereo channels is quantised to 16-bits per sample, and is given another 16-bits for errors protection.  Music therefore stored at 44100 x 32=1.4112Mbytes/s (with FEC).
A recording studio will over-sample & use a simple analogue input filter.  Once the signal has been digitised at a sampling rate much higher than the required 44.1 kHz, a digital antialiasing filter may be applied to band-limit the signal to the frequency range (20 kHz.  So if the simple analogue input filter has not quite removed all the energy above 20 kHz, this energy is now removed (i.e. very strongly attenuated) digitally.

So now we have a digitised signal that is definitely well band-limited within (20 kHz.  But it is sampled at a much higher rate than can be stored on the CD.  It must be ‘down-sampled’ (decimated) to 44.1 kHz for storing on the CD.  If you think about it, all that is necessary is to omit samples; i.e. if the sampling rate is four times 44.1 kHz (=196.4 kHz) , we just take one sample, discard 3, take 1, discard 3, and so on.  You are actually sampling a digital signal and it works because of the sampling theorem.  If you are not convinced, consider the 196.4 kHz sampled version being ideally converted back to analogue and then sampling this 20 kHz bandwidth analogue signal at 44.1 kHz.  But you don’t actually need to do the D to A conversion and resampling as exactly the same result is obtained by omitting samples.

Most CD players “up-sample” the digital signal read from the CD by inserting zeros to obtain a signal sampled at say 88.2, 176.4 kHz or higher.  Inserting zeros is not good enough by itself.  It creates images (ghosts) in the spectrum represented by the ‘up-sampled’ digital signal.  It is as though you have produced an analogue version of xs(t) = sampleT{xa(t)} with spikes at 44.1 kHz, and then resampled this at say 176.4 kHz (4 times up-sampling) without removing images between (88.2 kHz.  Actually you haven’t produced this analogue signal, but the effect is the same.  So these images created within the digital signal by ‘up-sampling’ must be removed by digital filtering.  The digital filter is a digital ‘reconstruction filter’ and its requirements are the same as for an analogue reconstruction filter; i.e . it must remove spectral energy outside the range (20 kHz without affecting the music in the range (20 kHz.  Fortunately this filtering task is much easier to do digitally than with an analogue filter.

After the digital filtering, we have a 20 kHz bandwidth music sampled not at 44.1 kHz, but now at a higher rate, say 176.4 kHz or higher.  We apply it in the normal way to a ‘digital to analogue converter’ (DAC) with staircase reconstruction.  The DAC may have to be a bit faster than that needed for a 44.1kHz sampling rate.  

The DAC output will have to be low-pass filtered by an analogue reconstruction filter required to remove images (ghosts) without affecting the (20kHz music.  But the ghosts are now much higher in frequency.  In fact with four times over-sampling, the first ghost starts at 192.4 – 20 kHz which is 172.4 kHz.  This gives us a considerable ‘guard-band’ between 20 kHz and 172.4 kHz allowing the analogue low-pass reconstruction filter’s response to fall off quite gradually.  A simple analogue reconstruction filter is now all that is required.  

In conclusion, with up-sampling, the reconstruction filtering is divided between the digital and the analogue processing and simplifies the analalogue processing required at the expense of a faster DAC.  An added advantage with over-sampling is that the ‘sample & hold’ effect (up to 4 dB attenuation) that occurs without up-sampling is now greatly reduced because effectively shorter pulses (closer to impulses) are being used because of the four times faster DAC. Four, 8 or 16 times over-sampling was commonly used with 14-bit and 16 bit D/A converters. For 8-times over-sampling seven zeros are inserted between each sample.  
“Bit-stream” converters  up- (over-) sample to such a degree (typically 256) that a one-bit ADC is all that is required.  This produces high quantisation noise, but the noise is very thinly spread in the frequency-domain.  Most of it is filtered off by very simple analogue reconstruction filter.

For 256 times over-sampling the gain in SQNR is only 3 x 8 = 24 dB.  This is not enough if a 1-bit D/A converter is being used.  Some more tricks are needed, for example noise-shaping which distributes the noise energy unevenly in the frequency-domain with greater spectral density well above 20 kHz where the energy will be filtered off.

Example: A DSP system for processing sinusoidal signals in the range 0 Hz to 4 kHz samples at 20 kHz with an 8-bit ADC.  If the input signal is always amplified to use the full dynamic range of the ADC, estimate the SQNR in the range 0 to 4 kHz.  How would the SQNR be affected by decreasing fS to 10 kHz and replacing the 8-bit ADC by a 10-bit device?    Are there any disadvantages in doing this? 

Example: We have discussed how to change the sampling rate of a digitised signal by the insertion or removal of samples before or after digital filtering. Consider how you could change the sampling rate from 8 kHz to 10 kHz and also vice-versa.   Then consider how you would up-sample from a 16kHz sampling rate to 44.1 kHz.  All this must be done without perceived changes in duration or pitch; i.e. you can’t just increase or decrease the clock speed without modifying the samples..

Problems:

6.1. What are the main advantages and disadvantages of implementing filtering operations digitally rather

       than using analogue techniques?

6.2. Is it possible to perform anti-aliasing filtering digitally.  If so, why should this be a good thing to do?

6.3. Why does increasing the sampling rate simplify the requirements for analogue filtering of signals to 

       be digitally processed?

6.4. A DSP system for processing sinusoidal signals in the frequency range 0 Hz to 4 kHz samples at 20

       kHz with an 8-bit A/D converter.  If the input signal is always amplified to such a level that the full

      dynamic range of the A/D converter is used, estimate the SQNR that is to be expected in the

      frequency range 0 to 4 kHz.  How would the SQNR be affected by decreasing the sampling rate to 

      10 kHz & replacing the 8-bit A/D converter by a 10 bit device?  Are there disadvantages in this? 

6.5. Instead of using sample and hold (staircase) digital to analogue reconstruction, a system reconstructs

       analogue output signals using pulses of the same height but only T/2 seconds wide & zero in

       between. This makes the pulses a little bit more like impulses and reduces the ‘sample & hold’ roll-

       off effect.  Using pulses of width T/4 makes the pulses even more like impulses and reduces the

       sample & hold effect still further.  Is this a good way of more accurately converting from digital to

       analogue form?
6.6. Briefly explain how the specification of the analogue filters in a system using DSP is affected by the 

      bandwidths of the analogue input and output signals and the choice of sampling rate.

6.7. Explain what is meant by “zero order hold” digital to analogue reconstruction. How would you

        design a digital filter to pre-compensate the roll-off effect with staircase reconstruction? (Perhaps

         you could think about this later in the course).
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