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University of Manchester

School of Computer Science

First Semester Year 3 Examination Paper  

Comp30291:  Digital Media Processing

Date of Examination: January 2008 
Answer THREE questions out of the five given.

Time allowed TWO HOURS

(Each question is marked out of 20).

Electronic calculators may be used

_______________________________________________________________________

1.(a) Summarise the advantages and disadvantages of finite impulse-response (FIR) digital filters as compared with infinite impulse-response (IIR) types.  


[5 marks] 
(b) The impulse-response of an ideal (‘brick-wall’) low-pass digital filter with cut-off frequency 2(/5 radians/sample and zero phase is:
  {h([n]} = {…, 0.051, 0, -0.076, -0.062, 0.094, 0.3, 0.4, 0.3, 0.094, -0.062, -0.076, 0, 0.051, …}
where the sample at n=0 is underlined.
Show how this information may be used to design, with a rectangular window, a sixth order FIR digital low-pass filter with cut-off frequency 2 kHz and linear phase, when the sampling frequency is 10 kHz.
Draw a signal-flow graph for the FIR filter and give its difference equation.  Give its impulse-response {h{n]} and its system function H(z).  Sketch a graph of the expected phase-response and phase-delay for frequencies which lie in the pass-band.



[7 marks]
(c) Given that the DTFT of a 20th order rectangular and a 20th order Hann window are as shown in the graph below, explain, with sketches if necessary, why pass-band and stop-band ripples are to be expected in the gain-response of a 20th order FIR filter with cut-off frequency 2(/5 radians/sample.
If the gain at 0 Hz is approximately 0 dB, explain why the gain will fall to approximately -6dB at the cut-off frequency when either window is used.   

How does the use of a Hann window affect the gain and phase responses in comparison to what is obtained with a rectangular window?




 
[8 marks]
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2 (a) Why must real time digital signal processing often be implemented in fixed point arithmetic and what special problems does this create for the programmer especially when implementing IIR digital filters?






[5 marks]
(b) A Butterworth type ‘low-pass’ IIR digital filter is required to process a signal sampled at 10 kHz.  It is designed by the MATLAB statement:

[a b] = butter(2, 0.2)

The output from MATLAB, in response to this statement, is as follows
a =  0.067    0.134    0.067
b =       1         -1.14    0.41
(i) Give the ‘3 dB’ cut-off frequency expressed in Hz.
(ii) Give a difference-equation for this digital filter.

(iii) Give its system function H(z).
(iv) Give its signal-flow-graph in ‘Direct Form 1’ with efficient use of multipliers.
(v) Explain why ‘Direct Form 2’ is more efficient than ‘Direct Form 1’.
(vi) Explain why the gain-response is termed ‘Butterworth’.










[10 marks]
(c) With the help of a flow-diagram, activity diagram or pseudo-code, explain how the ‘Direct Form 2’ signal-flow graph would be implemented on a fixed point DSP processor with 16-bit integer arithmetic only.           






[5 marks]
3. (a) With the aid of a block diagram, explain how analogue signals may be converted to digital form for processing and then converted back to analogue form.  For each block in the diagram, briefly describe its function and indicate how its specification is affected by the bandwidths of the analogue input and output signals and the choice of sampling rate.

[10 marks]

3. (b) Explain the term ‘quantisation noise’ and ‘uniform quantisation’.   State what assumptions it is reasonable to make about the statistical and spectral properties of quantisation noise with uniform quantisation.  

A DSP system with a uniformly quantising analogue-to-digital converter (ADC) is used to process sound which is band-limited to the frequency range 50 Hz to 15 kHz. The signal-to-quantization noise ratio (SQNR) must be at least 30 dB over a dynamic range of 60 dB.  The loudest sounds must not cause overflow or clipping distortion and it may be assumed that input signals are approximately sinusoidal.  If ADCs are available with word-lengths 8, 12, 14 and 16 what is the minimum word-length that may be used if a sampling rate of 128 kHz is adopted.  What are the advantages and disadvantages of having such a high sampling rate?   [10 marks]
4.(a) Explain how the discrete Fourier transform (DFT) is related to the discrete time Fourier transform (DTFT) when applied to a digital signal {x[n]}.   What steps must be taken to ensure that the DFT may be used successfully to spectrally analyse speech and music signals?













[6 marks]
(b) Explain how ‘zero-padding’ and ‘non-rectangular windowing’ can improve the accuracy of a DFT spectrum?








[6 marks]
(c)  The DFT magnitude spectrum plotted below was obtained by applying a 512 point DFT to a segment of male voiced speech sampled at 8 kHz.  Point out the important features of this graph and estimate the fundamental frequency and the frequencies of any ‘formants’.  
In human speech production, what determines the fundamental frequency and what causes the formants?  How are these characteristics of speech perceived by the listener?   [8 marks]
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5 (a) What features of speech signals and speech perception by human listeners may be exploited to reduce the bit-rate necessary to store or transmit ‘telephone quality’ speech?  State which of these features are exploited by:

(i) the G726 32kb/s ADPCM standard,

(i) the G711 64 kb/s PCM standard.





[8 marks]
5 (b)  Why do stereophonic compact disc recordings require more than 1280 kbits/second whereas MP3 recordings of the same music can be made at 128 kbits/second?  Give a block diagram of an MP3 coder and briefly explain the function of each block.











[12 marks]
Comp30271 Jan 2008  Solutions

1(a)   Comparison of IIR and FIR digital filters:
IIR type digital filters have the advantage of being economical in their use of delays, multipliers and adders.   










[1]
They have the disadvantage of being sensitive to coefficient round-off inaccuracies and the effects of overflow in fixed point arithmetic. These effects can lead to instability or serious distortion. 










[1]
An IIR filter cannot be exactly linear phase; an FIR filter can be exactly linear phase. 
[1]
FIR  type digital filters may be realised by non-recursive structures which  are  simpler and  more  convenient  for programming especially  on  devices  specifically designed for digital signal processing.  These structures are always stable, and because there is no recursion, round-off and overflow errors are easily controlled.    





[1]
The main disadvantage of FIR filters is that large orders can be required to perform fairly simple filtering tasks.










[1]
(b)   Design:  Rectangularly window the impulse–response to n=(3 to obtain:
         {h[n]} = {…,0, -0.062, 0.094, 0.3, 0.4, 0.3, 0.094, -0.062, 0, … } 
Then delay by 3 samples to obtain the causal finite impulse response:

         {h[n]} = {…,0, -0.062, 0.094, 0.3, 0.4, 0.3, 0.094, -0.062, 0, … } 


[1]
The sample at n=0 is underlined.
Difference equation:
y[n] = -0.062x[n] + 0.094x[n-1] + 0.3x[n-2] + 0.4x[n-3] + 0.3x[n-4] + 0.094x[n-5]+0.062x[n-6]  










[1]
System function:

H(z) = -0.062 + 0.094z-1+0.3z-2 +0.4z-3  + 0.3z-4 + 0.094z-5  + 0.62z-6 


[1]
Signal-flow graph:
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[2]

 

                     Phase-response       [1]                                                                 Phase-delay  [1]
1 (c) Multiplying an ideal impulse response {h([n]} by the rectangular window {rM[n]} causes H((ej() to be ‘convolved’ with RM(ej():
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For an ideal low-pass frequency response with cut-off 2(/5 :
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[1]
What happens to the area under the curve as ( increases from 0 towards (?  The main lobe of RM(ej(((() ) increases from 0 towards (.  
As illustrated for (=0 (first diagram) , the gain G(() is close to 1 (= 0 dB) when the ‘main lobe’ of RM(ej(((() ) falls between -2(/5 and 2(/5 because its area is large.  


[2]
When ( = 2(/5 (second diagram) the gain drops to approximately 0.5 (=-6 dB) since only half of the main lobe falls within -2(/5 and 2(/5, so only half its area is integrated. Same effect would occur for Hann window.  







[2]
When ( is further increased, (third diagram) the main lobe moves outside the range -2(/5 to 2(/5 so its area is not included.  So the gain becomes very small as only the ripples are being integrated.  Because of the ripples, for some values of ( in the stop-band, some the positive and negative areas will cancel out, giving a gain of zero ((( dB).  For other values of ( in the stop-band, there will be slightly more positive area than negative area, or vice–versa. Thus the stop-band ripples are created.








[2]

1(c) continued


So we conclude that ripples in the gain-responses of FIR digital filters designed with rectangular windows arise from the frequency-domain convolution between the ideal (target) frequency response and the DTFT RM(ej() of the rectangular window.  The gain at the cut-off frequency will be approximately –6 dB less than the pass-band gain (normally 0 dB) because only half the main lobe lies within the ideal filter’s pass-band.   Ripples also occur in the pass-band but we can hardly notice them.
Hann window has reduced amplitude ripples so effects illustrated above for rect window are less pronounced, though the Hann main lobe is less sharp so the cut-off rate is reduced. 
[1]
2 (a)  
Digital filters are often implemented in mobile battery powered equipment such as a mobile phone where a floating point processor would be impractical as it would consume too much power.  Low power fixed point DSP processors are the norm for such equipment, typically with a basic 16-bit word-length.  Such processors must be programmed using only integer arithmetic.
Rounding each coefficient to the nearest integer would clearly be a mistake because most of them are less than 1 in magnitude and they would all become trivially zero.  The solution is to  multiply all coefficients by a constant that is large enough such that when we round to integers, the resulting error is not too large.  To compensate for this action, we must divide the output produced by the same constant,  In practice, instead of 100 or maybe 1000, we choose a power of two for the constant, since dividing by a power of two (e.g. 1024) is very simple, requiring only an ‘arithmetic right-shift'.  Dividing by 1024 requires only 10 bit-shifts right. Available instruction on DSPs perform the required shift efficiently.



[2]
The larger the constant, the less the effect or rounding and the more accurate the coefficients.  However we must be careful not to choose too large a constant because the number of bits per word is limited often to 16.  If the integers produced during the calculation get too large, we risk overflow and very serious non-linear distortion.  Where the result of an addition of positive integers is too large for the available 16-bits, it may become, by 'wrap-around',  a large negative number which may cause very serious distortion.  Similarly the addition of two negative numbers could wrap around to a large positive number if overflow occurs.  So here we have an difficult balancing act to perform between coefficient inaccuracy and overflow.  
[2]
FIR digital filters are particularly easy to program in fixed point arithmetic and this is one of their main advantages.  IIR digital filters can become unstable as there is feedback.  The effects of rounding and overflow can be a nightmare when they are fed back recursively as with IIR filters.










[1]
(b) Butterworth type low-pass IIR filter:
(i)   0.2*Fs/2 = 1 kHz since Fs = 10 kHz






[1]
(ii) y[n]=0.067x[n] + 0.134x[n-1]+ 0.067x[n-2] + 1.14y[n-1 – 0.41 y[n-2]


[1]
(iii)
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[2]
(iv) Direct form 2:














[3]

(v) ‘Direct form 2’ minimises number of delays elements (z-1 boxes)


[1]
(vi) The IIR type digital filter is designed by transforming the transfer function Ha(s) of an analogue Butterworth filter with gain response G(() = 1 / ([1 + ((/(C)2n ] where n is the order.  The transformation changes the shape of the gain-response by ‘frequency warping but we still call the result a ‘Butterworth type’ digital filter.  





[2]
(c)

Multiplying each coeff by a suitable power of two, e.g. 1024,  and rounding to the nearest integer we obtain the vector A of integerised coeffs used below:



[1] 
K=1024;

A0=round(0.067*K);
B1=round(-1.14*K);  B2=round(0.41*K);

W1 = 0;  W2 = 0;         
         %For delay boxes 
while 1
    X = input(‘X=’) ;                         % Assign X to input                 

    W =A0*X - B1*W1 - B2*W2;      % Recursive part 
    W = round(W/K);                          % Arith right shift
    Y = W+W1+W1+W2;                 % Non-rec. part (simplified)
    W2 = W1;  

    W1 = W;        

      %For next time
     disp(sprintf( ‘Y=%f’, Y));     %Output Y using disp
end;                

                   % Back for next sample



[3]
Must mention that the division by K is achieved by shifting arithmetically right.

[1]
3(a)   Block diagram of a typical DSP system for processing analogue signals:

 


Antialiasing LPF: Analogue low-pass filter with cut-off frequency less than half the sampling frequency (fs) to remove (strictly, to sufficiently attenuate) any spectral energy of the input signal x(t) above fs/2.  When x(t) is sampled, this spectral energy would otherwise produce, by aliasing, lower frequency energy capable of  distorting the digitised input signal in the frequency range 0 to fs/2 .  









[1]
Analogue S/H:The analogue S/H circuit holds the input steady while the A/D conversion process takes place.










[1]
ADC: Converts from analogue voltages to binary numbers of a specified wordlength.  Quantisation error incurred.  Samples taken at the ‘sampling frequency’ fs.


[1]
DSP device: Digital processing system.  Normally controls S/H and ADC to determine sampling rate which is normally fixed by a sampling clock connected via an input port to the processor.  The processor reads samples from the ADC when they become available, processes them and outputs the resulting samples to the DAC.  Many special-purpose DSP devices (microprocessors) have been designed specifically for this type of processing.

[1]
DAC: Converts from binary numbers output by the processor to analogue voltages.  ‘Zero order hold’ or "stair-case like" waveforms are normally produced.



[1]
S/H compensation: Zero order hold reconstruction multiplies the spectrum of the true output by sinc(pi f/fs) which drops to about 0.64 at fs/2.  Hence we lose up to -4 dB.  The S/H filter compensates for this effect by boosting the spectrum as it approaches fs/2.  Can be done digitally before the DAC or by an analogue filter after the DAC.




[1]
Reconstruction LPF: Removes "images" of -fs/2 to fs/2 band produced by S/H reconstruction.  Spec similar to that of input filter.







[1]
Effect on detailed specification of input signal bandwidth & choice of sampling rate:

Input signal bandwidth determines lower bound for sampling rate fs which must be must be greater than twice the input signal bandwidth.  





[1]
The closer fs is to the theoretical minimum, however, the more critical will be the required characteristics of the analogue low-pass and S/H compensation filters.  Increasing fs has advantages in simplifying the requirements for these filters (their cut-off rates, for example) but the maximum possible value of fs will ultimately be limited by the speed of the processor and the complexity of the required processing.  






[1]
3(a) continued

Increasing the sampling rate also allows a reduction in the ADC and DAC wordlength to achieve the same signal-to-quantisation noise ratio,  since the quantisation  noise will be spread across a wider frequency domain, and some of it will be removed by the analogue reconstruction filter.  About 3dB may be saved for each doubling of fs, therefore multiplying fs by 4 saves one bit.  Bit-stream DAC techniques are based on this principle.




[1]
3 (b) Quantisation noise & uniform quantization:

Noise is an unwanted signal that has been added to the signal xa(t) that we are interested in.

Quantisation noise is the noise that arises from the rounding or truncation of the true sampled values of a signal to the nearest available quantization level, as represented by a binary number, when a signal is converted to digital form.
Quantisation effectively adds an error sample to each signal sample. These ‘error samples’ are samples of the noise that is added by quantisation.











[1]
Uniform quantization means that successive quantization levels are equally spaced by a voltage we normally call ( 









[1]
Statistical property: Under certain conditions, it is reasonable to assume that the quantisation error always lies between -(/2 and +(/2, and that any error in this range is equally likely.  It follows from this assumption that the quantisation error values may be considered a uniformly distributed random variable with zero mean and mean-square value (2/12.  This make the power of the quantisation noise (2/12 watts. 






[1]
Spectral property: It is also reasonable to assume that the power spectrum of the quantisation noise will show no particular bias to any frequency in the range -fs/2 to fs/2 will therefore be flat as shown below:









[1]


For DSP system specified, minimum SQNR must be 30 dB and we must allow for signals 60 dB above this to achieve 60 dB dynamic range.

Therefore the SQNR for the loudest signal must be 90 dB.




[1]
Without over-sampling, we get 16 dB per bit so to accommodate the loudest signal (assuming it to be approx sinusoidal)  without overflow, we would require 90/6 = 15 bits.

[1]
However with ‘4-times oversampling’, i.e sampling at 128 kHz rather than 32 kHz, we can digitally low-pass filter to remove the quantisation noise from 16 kHz to 64 kHz.  As it is assumed to be evenly spread in the frequency-domain, this is expected to remove three quarters of the power.  










[1]
This reduces the quantisation power to one quarter and thus increases the SQNR by 6 dB.  So we get 6 dB per bit plus 6 dB as a result of the oversampling & digital filtering.

[1]
So to achieve 90 dB SQNR, we can use a 14-bit ADC (14*6=84dB) with times 4 oversampling (adds 6dB to SQNR).

Answer is ‘a 14-bit ADC’.








[1]
Oversampling simplifies analogue filtering but requires a faster ADC and DAC.

[1]
4.(a)  

Formula for DTFT of {x[n]}: 

 X(ej) =  
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[1]
If the analogue signal xa(t) is bandlimited between 0 and Fs/2, and is sampled at Fs Hz to produce {x[n]}, the Sampling Theorem tells us that: 
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where Fs is the sampling frequency and T = 1/Fs is the sampling interval.


[1]
The DFT formula is:
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[1]
For each k = 0,1, 2, …, N-1,  X[k]  is a sample of  X(ej() at (=2(k/N, where X(ej() is the DTFT of an  infinite discrete time signal {x[n]} windowed to be zero outside the range 0 ( n < N.

Therefore ( is in the range 0 to 2( is and X(ej() is uniformly sampled over this range.
[1]
The DFT will give us a reasonable approximation to the spectrum of xa(t) over the range 0 to Fs/2 provided that:

(i) xa(t) is correctly band-limited between 0 and Fs/2 before sampling  


[1]
(ii) the effect of windowing is minimised by the use of suitable non-rectangular windows.     [1]
(b) Zero-padding: Increasing the number of time-domain samples by appending zeros increases the number of frequency domain samples and hence the spectral resolution.
[2]
Non-rectangular windowing has 2 beneficial effects:

(i) It reduces the spectral spreading caused by frequency domain convolution with a sinc-like function with significant ripples.  Non-rectangular windows have reduced amplitude ripples in the frequency-domain.  The DTFT of a rectangular windows has lots of ripples of significant amplitude.
[2]
(ii) It widens the ‘main lobe’ so that frequency domain sampling will not produce greatly varying results for sinusoids dependent on whether their frequencies coincide with frequency sampling points or lie between them.  If the window’s main lobe is widened, it does not matter quite so much whether it is sampled exactly in the centre or slightly to one side or the other.  The DTFT of a rectangular window has a very narrow main lobe.

[2]
4(c) Since there were 512 points in the time-domain, and the sampling frequency Fs = 8 kHz, the 256 frequency bins (frequency domain samples) span frequency over the range 0 to 4 kHz. [1] 
The graph is periodic with lines at multiples of a fundamental frequency.  
[1]
The spectral lines are spread because of ‘windowing’.  
[1]
There are about 28 lines over the range 0 to 4 kHz so the fundamental frequency is approximately 4000/28  ( 143 Hz.  
[1]
There are 4 ‘formants’ causing spectral peaks at about 

3*143 = 429 Hz, 

10*143 = 1430 Hz, 

(150/256)* 4000 = 2345 Hz
(230/256)*4000 = 3594 Hz.
[2]
The fundamental frequency is determined by the rate of vibration of the ‘vocal cords’ which determine the ‘pitch’ of the voice as perceived by listeners.
[1]
The formants are caused by vocal tract resonances within the vocal tract.  These are determined by the shape of the vocal tract which is constantly changing during speech.  The frequencies of the formants determine the vowel as perceived by the listener, and may be used for automatic speech recognition .


[1]
5(a)
Known characteristics of speech and the way it is produced can be exploited to reduce the required bit-rate.  Further bit-rate savings are possible by exploiting what we know about human perception, i.e. how sound is heard by the human ear.  Some of the factors which allow speech bit-rate compression in telephony are listed below:
1. Speech may be band-limited to the frequency range 300 to 3400 Hz without severe loss of intelligibility, (though there is loss of naturalness that is tolerated in telephony).[1]
2. Higher amplitude sample values can be quantised less accurately than lower ones since perception of the quantisation noise will be masked by the higher signal value.  
[1]
3. Adjacent samples are usually fairly close in value, therefore encoding the differences between adjacent samples rather than the sample values themselves is generally more efficient for speech.








[1]
4. For voiced speech, ‘characteristic waveforms’ are repeated quasi-periodically and the shape of each characteristic waveform is, to some extent, predictable from the first few samples.









[1]
5. In 300-3400 Hz bandlimited speech, unvoiced segments are generally quieter than voiced segments and only the energy, rather than the wave-shape itself, is critical for perception.









[1]
6. In a 2-way conversation there will be pauses in speech of about 60 % duration per speaker.









[1]
7. The human ear is generally considered insensitive to the phase spectrum of telephone speech, therefore only the magnitude spectrum need be correct.


[1]
It is mainly Characteristics 1 and 3 that are exploited by G726 ADPCM (at 32 kb/s) whereas G711 (64 kb/s log-pcm) mainly exploits Characteristics 1 and 2 
[1]
5(c) For traditionally defined hi-fi, assuming the limits of human hearing are 20 to 20000 kHz, 

we can low pass filter audio at 20kHz without perceived loss of frequency range.



Therefore, to satisfy Nyquist sampling criterion, need to sample at more than 40kHz. .
[1]
There are 2 channels, and with uniform quantisation, to give an acceptable dynamic range, 16 bits per sample per channel is needed. Hence bit rate must be at least 40,000(16(2 = 1280 kb/s.











[1]
Cd recordings take no further account of the nature of the music and music perception. Studying the human coclear and the way the ear works reveals that frequency masking and temporal masking can be exploited to reduce the bit-rate required for recording music. This is ‘lossy’ rather than ‘loss-less’ compression.







Frequency (simultaneous) masking means that a strong tonal audio signal at a given frequency will mask, i.e. render inaudible, quieter tones at nearby frequencies, above and below that of the strong tone, the closer the frequency the more effective the matching.  Temporal masking means that loud sound will mask i.e. render inaudible a quieter sound occurring shortly before or shortly after it.  The time difference depends on the amplitude difference.


[2]
5(b) continued: 
Block-diagram of an MP3 coder:













[1]
The first block transforms to the frequency domain via 
(a) multi-phase filters and 
(b) the DCT applied to overlapping frames (MDCT).  



[1]
The ‘derive psychoacoustic masking function’ box produces a ‘masking contour as illustrated below. There are two shown for illustration.

These ‘masking contour’ graphs give the threshold of hearing plotted against frequency.  A sound of loudness below the curve will be masked and need not be encoded.  If there are strong tones within the music signal, the masking contour will be rather different from a masking contour ‘in quiet’ (the lower curve).  Taking an example of having two tones, at 800 Hz and 4 kHz, the masking contour may look like the upper graph.

Such a contour may be derived for frames of music by taking a 1024 point FFT to obtain a magnitude spectrum and identifying the tones within this spectrum.  The ‘masking threshold in quiet’ may then be modified in the vicinity of any identified strong tones by taking the highest of the ‘masking threshold in quiet’ and a ‘spreading function’ for each identified tone. 

Temporal masking means that a loud sound will mask a quieter sound occurring shortly before or shortly after it.  The time difference depends on the amplitude difference’.  The psycho acoustic block must take this into account when deriving masking contours.  Therefore, the frequency masking contour for a given frame is calculated taking account the previous and the next frame.










[3]
The ‘Quantisation’ block exploits frequency-masking by encoding accurately only the bands that will definitely be perceived. For sounds in bands that will be perceived, bits are allocated according to the ‘signal-to masking contour ratio’ (SMR), i.e. the ratio of signal power in a particular band to the value of the masking contour at the central frequency of the band.  The quantisation scheme tries to make the (2/12 noise lower than masking threshold. Also, non-uniform quantisation is used. 








[2]
Further efficiency is achieved through the use of Huffman coding (which is lossless) to encode the signal in each band.  This gives ‘self terminating’ variable length codes for the quantisation levels.
Quantised samples which occur more often are given shorter word-lengths.  
[1]
An MP3 decoder is simpler than an encoder and reverses the quantisation to get back frequency domain samples and then transforms back to the time domain taking into account that frames are 50% overlapped (by MDCT).  [Not asked]
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